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Chapter 1. Introduction
This dissertation describes our research achievements since the beginning of our
academic activity. From the start (even before our doctorate thesis), we have focused on
the design of management support systems. These systems include, in particular, business
intelligence and knowledge management systems. This chapter provides an introduction
to this dissertation and to the design of management support systems. In particular, we
propose a unified architecture for the design of management support systems. This
architecture, in and by itself, is a research contribution, filling a gap in the literature (as we
will see later in the chapter). The architecture also serves as a general framework for
presenting our research work, which pertains to three topics: (1) traceability and
provenance, (2) knowledge management and knowledge management systems, and (3)
business intelligence.
This introductory chapter is structured as follows: Section 1 motivates our research
interest for management support systems. Section 2 provides a brief background on – and
definitions of – managerial decision making and problem solving. Based on this
background, Section 3 defines and illustrates the concept of management support system.
Section 4 presents a unified architecture for management support systems. This
architecture is a framework for positioning research in the design of management support
systems and, more specifically, for articulating our own research. Section 5 provides a
brief overview of research methods. Section 6 presents an overview of our research in
terms of topics and research methods, and presents the structure of this dissertation.

1.1. Motivation
Managers rely increasingly on Information Systems (IS) and Information
Technologies (IT) to assist them in the process of decision making and problem solving. In
a context of globalization, as well as increased competition and environment complexity,
the ability to decide and solve problems efficiently and effectively is a key to competitive
advantage, and this cannot be achieved without the support of IS/ IT (Alavi & Leidner,
2001; Chaudhuri, Dayal & Narasayya, 2011; Davenport & Harris, 2007). The
unprecedented growth of digital data (produced by blogs, social networks, RFID, video…)
creates new challenges and requires new IS/IT capabilities to make sense of these data,
and exploit them for decision making and problem solving.
Besides the demand, the growing importance of IS in support for managerial
decision making and problem solving is also driven by the supply side (Wierenga, van
Bruggen & Staelin, 1999), including technological progress. Let us take only two examples
of technological progress contributing to the growing role of IS in managerial decision
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making and problem solving: (1) increased computing power and memory size foster the
development of data mining, and (2) tablets, and more generally smart mobile devices,
are a new media for the diffusion of applications pertaining to managerial decision making
and problem solving.
In this context, it should not be surprising that technologies and systems in support
of managerial decision making and problem solving are among the top priorities of IS/IT
professionals. According to a recent Gartner survey1, “analytics/business intelligence was
the top‐ranked technology for 2012 […] as CIOs are combining analytics with other
technologies to create new capabilities”.
In this dissertation, we focus on IS/IT in support of managerial decision making and
problem solving. Even though these systems are, in part, fed from transactional data, they
are clearly distinct from – and less mature than – transactional systems. This raises a
number of specific research challenges.
Before introducing the concept of management support systems, we need to be
more specific about managerial decision making and problem solving.

1.2. Managerial decision making and problem solving
In this section, we define the terms of decision making and problem solving, and
then elaborate on these definitions to identify commonalities and differences between
managerial decision making and problem solving.

1.2.1. The decision making process
Although several theories of decision making have been proposed in the literature,
the work of Simon (Simon, 1977) had a major foundational role and a significant impact on
the development of the theory of decision support systems (Sprague, 1980). Simon’s
decision making process consists in three phases: intelligence, design and choice2:





In the intelligence phase, the manager searches the environment for conditions
calling for decision. This term is borrowed from the military meaning of intelligence.
In this phase, the manager formulates the problem. This phase is crucial, in particular
to ensure effectiveness of problem solving (making sure that the right problem will be
solved).
In the design phase, the manager invents (e.g. using brainstorming techniques),
develops and analyzes possible courses of actions. This includes defining criteria
against which the possible courses of actions will be evaluated.
The choice activity consists in selecting a particular course of action from those
identified previously.

1

http://www.gartner.com/it/page.jsp?id=1897514
There is actually a fourth phase (review, i.e. evaluation of past choices), but Simon focuses on the first
three phases.
2

2

1.2.2. Problem solving and typology of problems
To define the notions of problem and problem solving, we refer to the work of
Newell and Simon (Newell & Simon, 1972):
Definition 1: A problem is the difference between a desired (a.k.a. goal) state and the
initial (a.k.a. current) state. Problem solving is concerned with finding paths from the
current state to the goal state.
Typologies of problems have been defined in the artificial intelligence and
knowledge engineering literature. These are typically the types of problems addressed by
expert systems. As an example, Figure 1 shows the typology of problems defined in the
CommonKADS knowledge engineering methodology.

Figure 1. Typology of problems in CommonKADS (Schreiber et al., 2000)
In this typology, the primary distinction is between analysis and synthesis
problems. In analysis, the system (on which the task operates) preexists. Analysis takes as
input some data about the system and produces some characterization of this system. In
synthesis, the system does not exist; the purpose of synthesis is to create this system. In
the domain of IS, some examples of problems are: IS auditing (assessment), IS design, and
assignment of staff to IS projects.

1.2.3. Decision making and problem solving: commonalities and
differences
From the above definitions, it appears that managerial decision making and
problem solving are closely related. In the decision making process, the intelligence phase
is concerned with finding the “problem”. Similarly, the problem solving process involves
making decisions pertaining to the path(s) to follow. In managerial decision making as well
as problem solving, the problem is often semi‐structured or unstructured. This means that
to solve the problem, an algorithm (i.e. a predefined sequence of instructions) is not
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appropriate. Due to the similarities between managerial decision making and problem
solving, these two terms are often not distinguished in the literature. Often, the term
“decision making” is used to denote both decision making and problem solving.
Despite these similarities, decision making and problem solving have their
specificities:




While problem solving may be completely automated (e.g. with expert systems),
(Sprague, 1980) insists that decision support systems cannot make a decision but
simply support the decision making process; it is generally admitted that the
managerial decision making process cannot or should not be completely automated,
although some authors contend that some operational decisions may be automated
(Davenport & Harris, 2005).
Another difference between managerial decision making and problem solving lies in
the input of the process: information is used to make a decision, while knowledge is
used to solve a problem. (These two terms will be defined in Section 1.4.4.1.1).

Armed with these preliminary considerations about decision making and problem
solving, we may now define the concept of management support system.

1.3. Management support systems (MSS)
1.3.1. Definition
A recent MISQ paper (Clark, Jones & Armstrong, 2007) is dedicated to
management support systems. In line with this paper, we define a management support
system as follows:
Definition 2: A management support system (MSS) is an information system whose
fundamental purpose is the support of managerial decision making and problem solving.
The term “management support systems” was introduced early in the history of
the IS discipline. (Scott Morton, 1983) is an early survey on this topic. In this paper,
management support systems are defined as “the use of information technologies to
support management”. This definition is purposefully broad. According to it, any IS may be
considered as a management support system, as long as it is a potential source of
information for managers. We prefer a narrower definition, as proposed above. This
definition excludes transactional IS, whose primary purpose is to support operations, even
though they may feed management support systems with data.
We note that outside our discipline, the term “management support systems” has
been adopted by other disciplines. For example, in marketing, (Wierenga, van Bruggen &
Staelin, 1999) use this term, with a meaning very similar to our definition. The authors
characterize marketing management support systems as “decision aids”, including such
systems as marketing decision support systems, marketing expert systems, and marketing
case‐based reasoning systems.
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1.3.2. Examples
The main categories of MSS are decision support systems, executive information
systems, knowledge management systems, and business intelligence (Clark, Jones &
Armstrong, 2007). We define these systems below.
From (Sprague, 1980), a decision support system may be defined as follows:
Definition 3: Decision support systems (DSS) are “interactive computer based systems,
which help decision makers utilize data and models to solve unstructured problems.”
A DSS is composed of three subsystems: a data subsystem, a model subsystem,
and a user‐interface (dialogue) subsystem. The term of DSS emerged in the 1970s, and has
become partly obsolete with the emergence of business intelligence. The term “executive
information system” (EIS) belongs to the same generation as DSS. And EIS targets top
executives. Today, the equivalent of an EIS is an electronic dashboard or scorecard.
According to the seminal paper on knowledge management and knowledge
management systems (Alavi & Leidner, 2001), these systems may be defined as follows:
Definition 4: “Knowledge management systems (KMS) refer to a class of information
systems applied to managing organizational knowledge. That is, they are IT‐based systems
developed to support and enhance the organizational processes of knowledge creation,
storage/retrieval, transfer, and application.”
Among other systems, KMS include (rule‐based) expert systems and case‐based
reasoning systems. Part of our research contribution pertains to these two categories of
systems (this research shall be presented in Chapter 3).
Admittedly, KMS are not strictly limited to supporting managerial decision making
or problem solving. However, much of the research on knowledge management and KMS,
especially normative research, has focused on problem solving and decision‐making tasks
(Schultze & Leidner, 2002).
Business intelligence (BI) may be defined as follows (Davenport & Harris, 2007):
Definition 5: “Business intelligence […] incorporates the collection, management, and
reporting of decision‐oriented data as well as the analytical techniques and computing
approaches that are performed on the data.”
Business intelligence is increasingly used as an umbrella term encompassing all
decisional IS. It is generally based on a data warehouse, i.e. an integrated, enterprise‐wide
database specifically dedicated to decision making.

5

1.3.3. Overlap between different categories of MSS
Even though DSS, EIS, KMS and BI have been defined below as distinct concepts,
these concepts partly overlap. This overlap is one argument for grouping these concepts
under the unified term of MSS. We provide some illustrations of this overlap below:







Early in the history of DSS, the potential contribution of artificial intelligence (AI) to
the model subsystem has been acknowledged (Sprague, 1980). This concerns, more
specifically, rule‐based expert systems.
In more recent publications on DSS, some categories of DSS refer to KMS. For
example, in the typology of DSS proposed by (Arnott & Pervan, 2008), one category is
called Intelligent Decision Support Systems, and another category Knowledge
Management‐Based DSS.
Traditionally, data warehouses have contained structured data (typically, in relational
form). However, today, they need to be extended to contain text (Chaudhuri, Dayal &
Narasayya, 2011) and, more generally, knowledge (Nemati, Steiger, Iyer & Herschel,
2002).
Data warehouse and data mining are typical of BI. However, some authors, e.g. (Alavi
& Leidner, 2001), consider them as examples of KMS technologies.

In the next section, we introduce our architecture for management support
systems. This architecture is a framework for positioning research works in the domain of
management support systems design.

1.4. An architecture for management support systems
In this section, we motivate the need for an MSS architecture. We then present the
schema of our architecture, and illustrate the main components of the architecture
appearing in this schema: processes (design, administration, and utilization) and
associated stakeholders; layers of the architecture (repository, application, and
presentation); and scope of the MSS (individual, group, organization, or global).

1.4.1. Why an architecture for management support systems?
We need a framework for articulating MSS research and, more specifically, for
positioning our research in MSS design. A MSS model was proposed in (Clark, Jones &
Armstrong, 2007), with the purpose of providing a holistic view of MSS. This model is an
explanatory model of the factors contributing to the success of MSS. It is shown in Figure
2. The circled numbers in this figure are used to avoid confusing lines. For example, for the
circled number 1, the reader should follow the arrow from “Usability of the MSS” to the
next circled number 1, where the arrow branches to “MSS quality” and “User commitment
to the MSS.” This suggests that “Usability of the MSS” influences “User commitment to
the MSS” and “MSS quality.”
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Figure 2. Causal model for MSS (Clark, Jones & Armstrong, 2007)
Although this causal model is useful for design research in the domain of MSS, it
does not provide a holistic view for MSS design. The purpose of our unified MSS
architecture, presented in the next section, is to provide this holistic view.
Beyond this document, we contend that a unified architecture for MSS, which is
currently missing in the literature, could be very useful to identify potential synergies and
cross‐fertilizations between the different research communities dedicated to the design of
MSS. These communities (e.g. the knowledge engineering community and the BI
community) have traditionally evolved separately. We contend that a unified architecture
for MSS can provide the holistic view that is missing to the design of these systems.

1.4.2. Overview of the architecture
Figure 3 illustrates our unified MSS architecture. The components of this
architecture are described below.
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Figure 3. MSS: a unified architecture

1.4.3. Processes and stakeholders
As customary in IS literature, we distinguish between system development (design,
in our architecture) and system use (utilization). We also stress the crucial role of system
administration (even though this process is, for the most part, out of scope of the research
described in this dissertation). Each of these three processes is associated with a role.
Naturally, the relationship between roles and persons is not necessarily 1:1.
1.4.3.1.

Design

By slight abuse of terminology, we call “design” the process of building a MSS. Even
though this term is sometimes used to refer to a specific phase of the IS development
process (specification/analysis/design/coding), it may also refer to the IS development
process as a whole (as in the expression “design method”). The term “design” also refers
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to the research method used predominantly in our work (design research as opposed to
behavioral research, see Section 1.5.1).
The IS design literature has traditionally distinguished between three phases:
conceptual design, logical design, and physical design. This distinction between three
abstraction phases has traditionally been used as a basis for building transactional
information systems. It has now been adopted for MSS design, including the data
warehouse design community (Rizzi, Abelló, Lechtenbörger & Trujillo, 2006) and the
knowledge engineering community (Schreiber et al., 2000). The model‐driven architecture
(MDA), a.k.a. model‐driven engineering (OMG, 2003b) is based on the same idea of
decomposing the IS design process into abstraction levels; the models of a given level
(“viewpoint”, in MDA terminology) result from the transformation of models from the
upper level. One objective of MDA is to automate model transformation as much as
possible. MDA is increasingly adopted by the MSS design community, including in our own
research.
1.4.3.2.

Utilization

In the case of MSS, the user is the manager, who utilizes the MSS for decision
making and/or problem solving.
A manager is a person with an executive role and with responsibilities. He may
belong to middle or top management. He may, in certain cases, be an IS/IT Person.
Examples of managers in IS/IT include project managers, consultants responsible for
auditing the IS/IT of a company…
The terms “utilize”/“utilization” are found in various papers in the MSS literature,
e.g. (Hsieh, Lin & Lin, 2009; Nemati et al., 2002; Sprague, 1980).
1.4.3.3.

Administration

Compared with development and use, the process of administration is often
neglected in MSS research. However, administration is a crucial process, especially in MSS.
The administrator ensures that the exploitation of the MSS proceeds efficiently and
effectively, once the MSS is in place. To illustrate the importance of MSS administration,
let us consider the specific cases of data warehouses and KMS:




Among other responsibilities, the data warehouse administrator is responsible for the
ETL process (extraction, transformation, loading), once the data warehouse is in
place. ETL is a crucial process in data warehousing, e.g. to ensure data quality and
freshness.
In KMS, the knowledge administrator monitors and controls the evolution of
knowledge repositories. Although managers often update knowledge repositories in
the utilization process, knowledge administration ensures that knowledge bases don’t
evolve anarchically, remain consistent, up‐to‐date…
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1.4.4. A three‐layer view of management support systems
A MSS consists of three layers: repository, application and presentation. This view
of MSS is inspired from 3‐tier architectures, which distinguish between the layers of data
(repository), application and presentation. A similar distinction is operated by MVC
(Model‐View‐Controller) in the domain of human‐computer interaction: model, view and
controller correspond to the data, presentation and application layers respectively.
In business intelligence, the literature clearly makes the distinction between the
different layers, at least between the data and application layers. For example, the
business dimensional lifecycle (Kimball, Reeves, Ross & Thornthwaite, 1998) has a specific
track for data and a specific track for applications. The data track is concerned with
modeling and building the data marts, which together constitute the company data
warehouse; the application track is concerned with BI applications, i.e. standardized
reports, parameterized queries, dashboards, scorecards, analytic models and data mining
applications, along with the associated navigational interfaces. Even though the business
dimensional lifecycle includes presentation in the application track, the design of the
presentation layer in BI is a research topic in its own right (e.g. data visualization).
Similarly, in knowledge management, (Dalkir, 2011) proposes a knowledge
management (KM) organizational architecture organized in three layers: data, process
(application) and user interface (presentation).
1.4.4.1.

Repository

The repository is a central element of any MSS (Clark, Jones & Armstrong, 2007). In
KMS literature, the term of knowledge repository is frequently used. In the case of BI, the
repository is the data warehouse (March & Hevner, 2007).
The repository is decomposed into the primary content (data, information or
knowledge) and metadata describing this content.
1.4.4.1.1.

Data, information and knowledge

The IS and KM literatures have traditionally made a distinction between data,
information and knowledge. Information may be considered as data with added value,
and knowledge as information with added value. Before defining these terms, we point
out that the distinction between them is often fuzzy. What appears most important to us
is the clear distinction between data and knowledge. MSS may be classified into two
categories (Wierenga, van Bruggen & Staelin, 1999): data‐driven MSS and knowledge‐
driven MSS. BI is illustrative of the first category (the repository being the data
warehouse), while KMS are representative of the second category.
Data, information and knowledge may be defined and distinguished as follows
(Davenport & Prusak, 1998):
Definition 6: “Data is a set of discrete, objective facts about events.”
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Definition 7: “Information [is] data that makes a difference.”
Definition 8: “Knowledge is a fluid mix of framed experience, values, contextual
information, and expert insight that provides a framework for evaluating and
incorporating new experiences and information. It originates and is applied in the mind of
knowers. In organizations, it often becomes embedded not only in documents or
repositories, but also in organizational routines, processes, practices, and norms.”
1.4.4.1.2.

Metadata

Metadata play a crucial role in KM architectures (Dalkir, 2011). They are also a key
element of data warehouse architectures (Vassiliadis, Bouzeghoub & Quix, 2000) and a
major research issue for the data warehouse community (Rizzi et al., 2006).
The content and the representation of metadata are highly dependent on the
intended usage and the stakeholders that the metadata are meant to serve (designers,
administrators, or managers). In (Vassiliadis, Bouzeghoub & Quix, 2000) for example, the
metadata repository is aimed at both the designer and the administrator of the data
warehouse. It includes, among other things, a trace of all design choices. It is used in the
process of quality evaluation of the data warehouse.
Although a typology of metadata for MSS is out of scope of this dissertation, we
consider three specific examples of metadata:




Traces, e.g. traces of past design choices, or provenance traces of data.
Annotations, e.g. tags, comments of users of a knowledge element…
Quality information, including data that will be used by quality metrics to assess the
quality of a model, the quality of a data item…

Since a significant part of our research deals with traceability and provenance (refer to
Chapter 2), we provide an initial definition of these terms below:
(Mohan & Ramesh, 2007) propose a general definition of traceability:
Definition 9: Traceability is “the ability to describe and follow the life of a physical or
conceptual artifact”.
Our definition of traces draws on (Winkler & von Pilgrim, 2010):
Definition 10: A trace is information showing what has existed or happened to an artifact.
Combining two definitions of provenance (Bose & Frew, 2005; Simmhan, Plale &
Gannon, 2005) and the concept of artifact in the Open Provenance Model (Moreau et al.,
2011), we define provenance as follows:
Definition 11: Provenance is information that helps determine the processing history of
an artifact, starting from its original sources.
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In our context, an artifact is digital, but this definition of provenance is general and
also applies to physical artifacts (e.g. artwork, meat…). The terms lineage or pedigree are
also found in the literature.
As can be seen from the definition of provenance, this concept is very close to the
concept of traceability. Data provenance may be considered as a special case of
traceability. We will elaborate on this in Chapter 2.
1.4.4.2.

Application

In the context of BI, the application layer contains all front‐end applications
through which the manager will access data from the data warehouse. This includes
(among other applications) reporting, OLAP (online analytic processing) analysis,
scorecards and data mining.
In KM systems, the application layer describes the logic that links the knowledge
with its utilization and users (Dalkir, 2011).
1.4.4.3.

Presentation

As mentioned above, presentation is an important component of MSS, with
research issues of data (or knowledge) visualization, and personalization. Historically, the
issue of user interface design has been central to DSS development (Sprague, 1980).

1.4.5. Scope of management support systems
The scope of an MSS may be an individual (a specific manager), a group, an
organization, or a more global community of managers. Similarly to the different levels of
knowledge identified in knowledge management (Nonaka, 1994), the characterization of
MSS based on their scope is relevant. The scope of an MSS strongly influences its design
and leads to specific research issues. For example, in the typology of DSS presented in
(Arnott & Pervan, 2008), a distinction is made between Personal Decision Support Systems
and Data Warehousing. The scope of these systems is the individual and the organization,
respectively. Similarly, the distinction between data marts (aimed at a specific group
within a company, typically a functional service) and data warehouses is crucial in data
warehouse design (Kimball et al., 1998).
Having introduced our general research subject (i.e. the design of management
support systems), we continue with an overview of the research methods used in our
work.

1.5. Research methods
In this section, we introduce design research. We define design research and how
it relates to other approaches used in IS research. We briefly introduce quantitative
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methods. We conclude with the issue of design artifact evaluation in the specific case of
MSS design.

1.5.1. Design research
In this section, we draw heavily on the seminal MISQ paper about design research
in IS (Hevner, March, Park & Ram, 2004).
The purpose of design research is to build IS/IT artifacts. It contrasts with (and is
complementary to) behavioral research, whose goal is to understand how these artifacts
are designed, managed and used. The ultimate goal of design research is utility. The goal
of behavioral research is to understand, to find the truth.
The concept of artifact is central to IS research. IS/IT artifacts may be constructs
(e.g. vocabulary), models, methods or instantiations (e.g. prototype). Examples of artifacts
resulting from our research include a unified multidimensional metamodel, a data
warehouse design method, the construct of “inference group” introduced in our
knowledge engineering research, and the tools STEP‐PC (Système de Traçage et
d’Exécution de Processus à Partir de Cas) and Infauditor (a tool for information systems
auditing).
Table 1 presents the guidelines proposed by Hevner et al. for conducting and
evaluating IS design research. Design research should be both rigorous (guideline 5) and
relevant (guideline 2), and a key challenge of IS design research is to optimize these two
criteria, which are sometimes contradictory. As mentioned above, design is a problem
solving activity. Guideline 6 stresses the necessity of considering design as a problem
solving process, with successive trials and errors. The guidelines also insist on the
evaluation of design artifacts (guideline 3). We will come back to this issue below in the
context of MSS design.
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Table 1. Guidelines for design science in IS research (Hevner et al., 2004)
Guideline
Guideline 1: Design as an artifact

Guideline 2: Problem relevance

Guideline 3: Design evaluation

Guideline 4: Research contributions

Guideline 5: Research rigor

Guideline 6: Design as a search process

Guideline 7: Communication of research

Description
Design‐science research must produce a viable artifact in
the form of a construct, a model, a method or an
instantiation.
The objective of design‐science research is to develop
technology‐based solutions to important and relevant
business problems.
The utility, quality and efficacy of a design artifact must be
rigorously demonstrated via well‐executed evaluation
methods.
Effective design‐science research must provide clear and
veritable contributions in the areas of the design artifact,
design foundations and/or design methodologies.
Design‐science research relies upon the application of
rigorous methods in both the construction and evaluation
of the design artifact.
The search for an effective artifact requires utilizing
available means to reach desired ends while satisfying laws
in the problem environment.
Design‐science research must be presented effectively
both to technology‐oriented audiences (researchers and
practitioners) as well as management‐oriented audiences
(researchers and practitioners).

1.5.2. Quantitative research
Quantitative research is a subcategory of behavioral IS research methods, along
with qualitative research. Both methods construct models explaining phenomena
pertaining to IS/IT design, management, or use. As the names suggest, the difference
between these two approaches is that quantitative research builds models based
primarily on quantitative exploitation of data, mainly statistical techniques (Hair, Black,
Babin & Anderson, 2010). Although the overwhelming majority of our work is based on IS
design research, we have started exploring quantitative research, as a complement to
design research. The conference paper (Prat, 2010) and the journal article (Prat, 2012)
result from this work. Quantitative research requires specific evaluation methods, e.g. to
check the validity of the constructs operationalizing the different (independent or
dependent) variables (Straub, Boudreau & Gefen, 2004).

1.5.3. Evaluation methods for MSS design
In design research, the designed IS/IT artifact should be checked for its utility
(Hevner et al., 2004). However, there are many criteria and perspectives along which
utility can be checked. In IS behavioral research, several works have investigated the
determinants of IS success. For example, the seminal paper by DeLone and McLean
(DeLone & McLean, 1992) proposes an IS success model with six interdependent variables.
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The ultimate measure for IS success is organizational impact. This variable is itself
influenced by individual impact, which in turn depends on system use and user
satisfaction, which depend on system quality and information quality. This model is useful
for evaluating design artifacts. By measuring the different variables of the IS success
model, we can operationalize the concept of artifact utility (in other words, measures of IS
success may be used as measures of IS/IT artifact utility). For example, the IS success
model shows that even though it is important to evaluate the technical quality of design
artifacts (system quality), the ultimate measure for success is the impact (e.g. in terms of
return on investment) on the organization(s) where the artifact has been applied in
practice.
In the specific case of MSS design, (Clark, Jones & Armstrong, 2007) and (Wierenga,
van Bruggen & Staelin, 1999) have proposed success models specific to these types of
systems (for the second paper, the model is even specific to marketing MSS, but may be
generalized, at least partly, to other MSS). Based on these success models, and the IS
success model of DeLone and McLean, we consider five criteria for evaluating the utility
(success) of an MSS: MSS quality, MSS adoption and use, MSS decision quality, MSS
individual impact, and MSS organizational impact. MSS organizational impact is often
difficult to assess (even more difficult than assessing the impact of transactional IS), but is
the ultimate measure for success.
Several evaluation methods are available to assess design artifacts (Hevner et al.,
2004). In particular, empirical validation methods (Wieringa, 2012) include expert opinion
(survey which can then be analyzed with quantitative methods), demonstration using a
realistic example (lab demo “to justify that the artifact could be used in practice and/or to
compare its performance on this benchmark with that of others”)…
Based on the criteria for MSS success, and the evaluation methods for IS design
artifacts described above, Table 2 illustrates the methods for evaluating MSS design
artifacts, along the different dimensions of MSS success. For example, lab demos apply the
IS design artifact to a realistic example. According to (Wieringa, 2012), their purpose is to
show that the artifact could be used in practice, or to compare its performance with other
artifacts (benchmarking); lab demos do not provide a realistic environment (context of the
artifact). In the case of MSS, lab demos may provide clues on the quality of the MSS (e.g.
compared with alternative MSS), but they don’t enable as rigorous quality assessment as
formal methods. Due to the lack of realistic environment, lab demos are not appropriate
for assessing the impact of the MSS on decision quality or on the organization as a whole.
Since they show how the artifact could be used in practice, they may be used to evaluate
the adoption, use and individual impact of the MSS artifact. However, validating the MSS
artifact by applying it to a real example is a more reliable method than lab demos to
assess the adoption, use, and individual impact of the MSS; it also provides the realistic
environment that is missing from lab demos.
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Table 2. Evaluation methods for MSS design
MSS
quality

MSS
adoption
and use

Manage‐
ment
decision
quality

MSS
individual
impact

MSS
organi‐
zational
impact

ANALYTICAL
Static analysis
Dynamic analysis
Architecture analysis
Optimization
FORMAL
Formal verification
EXPERIMENTAL
Expert opinion (survey)
Demonstration using a realistic example (lab
demo)
Validation with prototype and simulated
context
Validation with prototype in one or several
real problem(s)

LEGEND: The cell color indicates to what extent the evaluation method in the row is appropriate for
evaluating the criterion in the column:
Completely appropriate
Partly appropriate
Not appropriate.

To conclude this introductory chapter, we provide an overview of our contribution
to MSS design, and present the general structure of this dissertation.
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1.6. Our contribution to the design of management support
systems
1.6.1. Research topics and methods
The research and achievements presented in this document contribute to MSS
design. Our contribution to MSS design is classified into three major topics:




traceability and provenance
knowledge management (KM) and knowledge management systems (KMS)
business intelligence (BI).

As mentioned above, BI and KMS are typical examples (and are indeed now the
two major categories) of MMS. Our KMS research is situated in the wider context of KM
research, to which we have also contributed. Concerning traceability and provenance, as
visible in our MSS architecture, traceability is a key category of MSS metadata; data
provenance may be considered as a specific case of traceability.
Design research is the research method used in the extreme majority of our work,
completed recently with a quantitative approach.
Table 3 presents an overview of our publications, by year and by topic. This table
illustrates a relative balance between the three research topics, with KM and KMS at the
center. Some of our research is at the intersection between KM/KMS and
traceability/provenance; some work is also at the junction between KM/KMS and BI. Even
if, so far, we have not investigated the relationship between traceability/provenance and
BI, these two topics are also clearly related. For example, provenance tracing is a key issue
in data warehousing (Cui & Widom, 2003), and traceability may be applied to trace user
requirements in data warehousing projects (Maté & Trujillo, 2011).
Table 3. Publications by year and topic
Traceability and provenance
1993
1996
1997
1999
2000
2001
2002

Knowledge management and
knowledge management
systems

Business intelligence

(Akoka, Comyn‐Wattiau & Prat,
1993)
(Prat, 1996) (Prat, 1997a) (Prat,
1997b)
(Akoka & Prat, 1997)
(Prat, 1999a) (Prat, 1999b)
(Prat, 2000a)
(Prat, 2000b)
(Zamfiroiu & Prat, 2001)

(Prat, 2001)

(Akoka, Comyn‐Wattiau &
Prat, 2001)

(Prat, 2002) (Ramsamy‐Prat &
Prat, 2002)

(Prat & Akoka, 2002)
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2003

(Lammari, Prat & Si‐Said
Cherfi, 2003) (Prat & Si‐Said
Cherfi, 2003) (Si‐Said Cherfi
& Prat, 2003)

2004
2006

2007

(Prat, 2006a) (Prat & Zacklad,
2006a) (Prat & Zacklad, 2006b)
(Prat & Madnick, 2007)

2008
(Prat & Madnick, 2008)
2010
2011
2012

(Prat & Madnick, 2010)

(Comyn‐Wattiau, Akoka & Prat,
2004) (Demigha & Prat, 2004)
(Prat, 2006b) (Ratsimanohatra,
(Prat, Akoka & Comyn‐
Prat & Schader, 2006) (Thiele,
Wattiau, 2006)
Knapp, Schader & Prat, 2006)
(Thiele, Knapp, Schader & Prat,
2007)
(Thiele, Knapp, Schader & Prat,
2008a) (Thiele, Knapp, Schader
& Prat, 2008b)
(Prat, 2010)
(Prat, Comyn‐Wattiau & Akoka, 2010)
(Prat, Akoka & Comyn‐Wattiau,
2011)
(Prat, Comyn‐Wattiau & Akoka, 2011)
(Prat, Akoka & Comyn‐
(Prat, 2012) (Prat, Akoka &
Wattiau, 2012b) (Prat,
Comyn‐Wattiau, 2012a)
Megdiche & Akoka, 2012)

1.6.2. Structure of this dissertation
The next three chapters correspond to the three topics mentioned above
(traceability/provenance, KM/KMS, and BI). In each chapter, we present a brief literature
review, followed by a presentation of our research contribution by sub‐topic, and ending
with a synthesis of our research achievements and perspectives. By “research
achievements”, we mean, essentially, (1) our publications, (2) the master or doctorate
theses written and defended by research students under our supervision or co‐
supervision, and (3) the tools and prototypes developed as a result or in the context of our
research.
In each chapter, our achievements are synthesized in a table showing the
publications (by publication type) and supervisions, for each sub‐topic. Since some of our
research is at the intersection between two topics, the corresponding publications and
supervisions are repeated in the respective chapters, but developed in one chapter only.
Among the many students supervised since the beginning of our career, we focus in this
document on the supervision of students in Master in Research (or Diplôme d’Études
Approfondies for older programs), or in doctorate thesis. Since in most cases, students
were co‐supervised, we indicate the percentage of the supervision that is imputable to us.
In each chapter, we also use our unified MSS architecture to position our research
contribution in terms of publications: we provide a table with the design phases
(conceptual, logical, and physical) in rows and the architecture layers (repository,
application, and presentation) in columns. The cells show the publication(s) for a
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particular design phase and a particular layer. Some publications may be classified in
several cells of the table, e.g. if they cover several design phases. For a few publications,
classification in this table is not applicable (e.g. for publications using the quantitative
research approach).
We conclude the dissertation by synthesizing our achievements, and by placing
them in the wider context of our research strategy, identifying perspectives for future
work.
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Chapter 2. Traceability and provenance
2.1. Introduction
This chapter deals with our first research topic: traceability and provenance. Let us
point out that the order of presentation of topics does not imply a strict chronological
order (even though traceability was the topic of our doctorate thesis), nor does this order
suggest any relative importance between the topics. As mentioned in Chapter 1, our
achievements in the domain of MSS design pertain to traceability/provenance, KM/KMS,
and BI. Since some of our research in KM/KMS intersects with the other two topics, this
topic will be developed in the next chapter.
To position traceability and provenance within our unified MSS architecture of
Figure 3, let us remind that traces are a specific type of metadata within the MSS
repository; provenance information may be considered as a specific kind of trace. In terms
of stakeholders in the MSS architecture, we will see that designers are typically the
population targeted by traceability, while provenance information generally targets users
(managers). Concerning design phases and layers in the MSS architecture, our work has
primarily focused on the conceptual phase and the repository. However, as the summary
of our publications by design phase and repository layer will show, some of our work also
extends to the logical phase and to the application layer.
This chapter is structured as follows: the next section is a brief literature review.
We then present our research in traceability and provenance. Concerning traceability, our
work has focused on the issue of learning from traces (in particular, using machine
learning techniques like case‐based reasoning). This research on learning from traces has
lead us to propose a formalization and classification of goals, which are a key element in
traces. Our provenance research has focused on data provenance, more specifically
provenance‐based assessment of data believability. We conclude the chapter with a
summary of our achievements and some perspectives for further research.

2.2. Survey of the literature
We present a brief survey of traceability and provenance, and then position these
two research topics with respect to each other. The topic of traceability groups
researchers of various sub‐disciplines of IS. The same is true for provenance. For the most
part, these two research communities evolve separately, although there exists a
significant overlap between these two topics. We conclude our literature survey by
pointing out the similarities between traceability and provenance, as well as their
specificities.
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2.2.1. Traceability
For the survey presented in this section, most of the material is taken from a
recent review on traceability in requirements engineering and model‐driven engineering
(Winkler & von Pilgrim, 2010).
2.2.1.1.

Terminology of traceability in requirements engineering

Even though the traceability community is heterogeneous in terms of IS sub‐
disciplines, a significant amount of research on this topic has been accomplished by the
software engineering and requirements engineering (RE) communities. The fact that
requirements engineering is the first phase of the software development process explains
why the RE community emphasizes the topic of traceability: in the software development
process, it is crucial to make sure that all requirements have been accounted for, and that
any software artifact results, directly or indirectly, from a software requirement. To take a
specific example, in UML, requirements are represented in use cases (OMG, 2011b). UML
is use‐case driven, meaning that for any artifact produced in a UML project, this artifact
should derive from use cases, and all use cases should be accounted for.
In Chapter 1, we have presented a general definition of traceability (page 11). This
definition is a generalization of the definition of requirements traceability, proposed by
Gotel and Finkelstein and cited by (Winkler & von Pilgrim, 2010):
Definition 12: Requirements traceability is “the ability to describe and follow the life of a
requirement, in both a forwards and backwards direction”.
This definition implies that it should be possible both to determine what a given
requirements originated from (backward traceability), and what artifacts it resulted in
(forward traceability, e.g. what pieces of code implement the requirement).
A distinction is also often made between horizontal and vertical traceability. This
distinction differentiates between traceability links within the same design phase
(horizontal traceability, e.g. a requirement was refined into several requirements), and
between different design phases (vertical traceability, e.g. an element of the logical model
resulted in a piece of code).
2.2.1.2.

Content and representation of traces

In the software process modeling community, the typology of process models
proposed by (Dowson, 1987) is often used. This typology makes the distinction between
three categories of models: activity‐oriented models, product‐oriented models and
decision‐oriented models. Based on this typology, we may distinguish three types of
traces:


In product‐oriented traces, the information is organized around the product (the
software artifact). These traces may contain process information, but this information
is secondary to the way the traces are structured.
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In activity‐oriented traces, the primary criterion for organizing information is the
processes which have been executed on the products. In this type of traces, the
product view is secondary (products are essentially viewed as inputs or outputs of
processes).
In decision‐oriented traces, the process orientation dominates (as in activity‐oriented
traces). However, the focus is not as much on the executed activities as on the
reasons why these activities were executed, the reasoning which lead to the
execution of activities. In this view, the process is considered as a decision making
process (as defined in Chapter 1). Some process models underlying this type of traces
are also akin to problem solving, as defined in Chapter 1. For example, in the “map”
representation system (Rolland, 2007; Rolland, Prakash & Benjamen, 1999), a map is
defined as a graph, whose nodes are intentions (a.k.a. goals), and edges are strategies
to reach these goals.
The content of traces should enable trace users to answer six major questions:








What information is recorded in the artifact? (e.g. requirement expressed in a model,
requirement in natural language, software code)
Who has created, updated, or more generally had any influence on the artifact?
Where does the information come from (source of the information)?
How was the information changed, created…?
When did the actions affecting the artifact take place?
Why was the artifact created or updated in this way (e.g. what were the alternative
courses of action and what were the criteria for choosing a course of action among
several candidates)?

Different types of links have been defined to specify the semantics of the
traceability relationships between two (or more) artifacts, including the following:






The dependency link is rather general (this type of link is predefined in UML, for
example).
Refinement links may be used for example in goal‐based requirements engineering,
to show how a goal is decomposed into more specific sub‐goals.
Evolution links are useful for versioning.
Overlap links, which may represent, for example, that a requirement in natural
language and formal notation are the representation of the same requirement.
Contribution links, e.g. to represent which artifacts have been created or modified by
which actors.
2.2.1.3.

Utilization of traces

The content and structure of traces should be determined based on intended trace
usage.
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Traces may serve a variety of stakeholders and purposes. Since the trace producers
are not necessarily the trace consumers, traceability should be automated as much as
possible. However, complementary information often needs to be recorded ex‐post (e.g.
in case of a discarded course of action, it may be useful to know that this candidate course
of action was indeed considered but rejected, and why it was rejected). In order to
semantically enrich traces ex‐post, the use of ontologies may be useful.
Among the many possible uses of traces, let us mention the following:








Prioritizing requirements in goal‐oriented requirements engineering. In case of
conflicting requirements, priority should be given to requirement necessary to
achieve the most important goals for the organization.
Estimating change impact (e.g. if a requirement is added late in the software
development process, what will the impact be in terms of analysis, coding effort…)
Validating artifacts (i.e. proving that an artifact is needed to achieve a requirement).
Monitoring progress (e.g. project management may use traces to check what remains
to be done for each requirement).
Understanding the system. For example, for maintaining an IS developed with UML, it
is useful to have a high‐level, use‐case view of the system and understand how the
different artifacts relate to the use cases.
Establishing accountability: in a project, which stakeholders were responsible for
which actions on which artifacts?
Learning from traces, e.g. by improving software development processes based on
the analysis of traces, or by reexecuting (replaying) traces from past projects in new
projects.

2.2.2. Provenance
2.2.2.1.

General overview of provenance

The provenance community groups researchers from various fields, among whom
database, workflow, and e‐science researchers. In e‐science, it is customary to replicate
experiments, which makes the issue of provenance crucial (who produced the data in
previous experiments, when, how…?)
The issue of provenance is not new and started being investigated in IS several
years before the term was popularized. For example, (Wang & Madnick, 1990) use the
semantics of operators from the relational algebra to compute provenance in databases.
With the advent of the Web (including the semantic Web, a.k.a. Web 3.0, or the Web of
data), the topic of provenance is gaining momentum. In the Web, it is crucial to know
where data, information or knowledge come from, e.g. to determine if they are trustful
(Lakshmanan, Curbera, Freire & Sheth, 2011; Shadbolt, Berners‐Lee & Hall, 2006).
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Although this brief survey of provenance deals with provenance in general, we will
more particularly emphasize data provenance, which dominates the provenance literature
(and to which our research contributes).
We have defined provenance above (page 11). In the case of data provenance, the
artifact is a data product, therefore data provenance may be defined as follows (Bose &
Frew, 2005; Simmhan, Plale & Gannon, 2005):
Definition 13: Data provenance is information that helps determine the processing
history of a data product, starting from its original sources.
Figure 4 summarizes the major questions and research issues pertaining to
provenance.
PROVENANCE
Provenance:
What for ?

Provenance
Of what?

Data

Quality
Product view
Integration
Audit trail
Replication/
Re‐enact‐
ment/Reuse
Attribution
Collabora‐
tion

Provenance:
What?

Type of product

Process view

Versions of data

Information
Type of process

Knowledge

Derivation history
Source databases

Product/pro‐
cess abstrac‐
tion level

Command

Actors

Script

Authors

Schema

Program

Users

Instance

Workflow

Workflows

Query

Comments

Service

Information

Justifications
…

Figure 4. Provenance taxonomy. Adapted from (Simmhan, Plale & Gannon, 2005)
In this figure, the box “Provenance of what?” is concerned with the type of
product, the dominant view (product view or process view), and the abstraction level:


The type of product (artifact) may be data or knowledge. As mentioned above, most
of the provenance literature concerns data provenance, but knowledge provenance is
also investigated, e.g. in (da Silva, McGuinness & McCool, 2003), and represents a
major challenge in Web 2.0. In theory, provenance can also be captured about
information, but we did not come across the term “information provenance” in our
literature review.
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Provenance information may be organized according to a product view (similarly to
traces), or a process view (in this case, the products are not first‐class citizens, but are
considered as inputs or outputs of processes).
The abstraction level may be the schema (e.g. a relation in a relational database) or
instance level (e.g. a record). With a few exceptions, e.g. (Cui & Widom, 2003), the
data provenance literature focuses on the instance level (even if instance‐level
information may be completed with schema‐level information to incorporate more
semantics into provenances traces).

Depending on the purpose of provenances traces, these traces may contain
information about the data sources, the derivation history of the artifact, the authors…
Among the utilizations of provenance traces, let us mention data quality
assessment (Kasunic, Zubrow & Harper, 2011), reenactment/reuse (e.g. traces may be
replayed in new contexts), and auditing (e.g. in accounting systems, it should be possible
to trace a data item back to the data items and processes which lead to this data item).
2.2.2.2.

Provenance models

Several provenance models have been proposed in the literature, including the
Open Provenance Model (Moreau et al., 2011), the provenance model of the International
Organization for Standardization (ISO, 2009), and the W7 provenance model (Ram & Liu,
2007).
The Open Provenance Model is based on three kinds of nodes: artifacts, processes
and agents. The concept of artifact is purposefully general. In the case of data
provenance, the artifact is a data product. Different types of edges are defined to relate
the nodes together (e.g. a process used an artifact, a process was controlled by an
agent…).
In the provenance model of ISO, provenance is the history of a property value.
Property values are affected by provenance events. Provenance events have a type (e.g.
creation, extraction). It is possible to record information about the actor who performed
the provenance event, and the time when the event took place.
The purpose of the W7 provenance model is to represent the semantics of data
provenance. Provenance is represented along seven interrelated, complementary
perspectives: “what”, “when”, “where”, “how”, “who”, “which” and “why”. This is
remindful of the types of content mentioned below in the survey of traceability.
2.2.2.3.

Provenance and data believability

A key application of data provenance is the use of provenance information to
assess data quality. In this section of the survey, we focus more particularly on the use of
provenance information to assess data believability, which is the focus of our provenance
research.
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In (Wang & Strong, 1996), believability is defined as “the extent to which data are
accepted or regarded as true, real and credible”. This survey shows that data consumers
consider believability as a key aspect of data quality. The terms credibility and believability
are often used as synonyms, see e.g. (Tseng & Fogg, 1999). In (Lee, Pipino, Funk & Wang,
2006), believability is decomposed into believability: (1) of source, (2) compared to
internal common‐sense standard, and (3) based on temporality of data. In a recent survey
on data quality (Batini, Cappiello, Francalanci & Maurino, 2009), credibility (or
believability) appears recurrently.
Despite the importance of credibility/believability as a quality dimension, the
literature lacks concrete metrics and approaches for measuring data believability and
making explicit use of provenance‐based measurements. Guidelines for measuring data
believability are proposed in (Lee et al., 2006). However, these guidelines remain quite
general and no formal metrics are proposed. An earlier data quality paper (Ballou & Pazer,
1985) addresses the issue of lineage‐based data quality assessment (even if the concept of
lineage/provenance is not explicitly mentioned). However, the authors address data
quality (defined as the absence of error) in a general and syntactic way. We argue that the
different dimensions of quality (and, more particularly, of believability) have different
semantics, which should be explicitly considered for quality computation. To sum up, what
is needed is (1) a precise taxonomy of believability sub‐dimensions, (2) specific metrics for
assessing the different sub‐dimensions based on provenance information (including, but
restricted to, the source of data), and (3) an approach for aggregating the metrics across
the believability sub‐dimensions and data lineage. The purpose of our research on
provenance‐based believability computation (described in Section 2.5) is to provide this
contribution.

2.2.3. Traceability and provenance: commonalities and specificities
From the definitions of traceability and provenance, and from the surveys above, it
appears that traceability and provenance are related research topics, even though these
two research communities have traditionally followed separate paths.
Drawing in part on (Asuncion & Taylor, 2007), we elaborate on the relationship
between these two topics.
Traceability and provenance share several characteristics:




In both cases, the issue is the capture, documentation/semantic enrichment and
utilization of traces of artifacts. The term “provenance trace” or “lineage trace” is
often used in the provenance community. Put differently, traces are a specific kind of
metadata (as shown in our MSS architecture of Figure 3), and provenance traces are a
specific kind of traces.
The benefits of traceability and provenance are partly common (e.g. establishing
accountability, auditing), and they also share common challenges. One common
challenge is the overhead of trace or provenance capture. Due to this overhead, a key
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issue is deciding the level of granularity at which information will be captured
(tradeoff between the benefits of trace usage and the costs of trace capture).
Traceability and provenance differ on the following accounts:





In traceability, the traced artifact is typically a software artifact. In provenance, it is
typically a data product.
In traceability, the information traced is typically at the schema level (e.g. the
attribute “population” of the class “Country” in a UML class diagram). In provenance,
the information traced is typically at the instance level (e.g. the data value 65
millions, the population of France).
In our view, the major difference, related to the differences mentioned above, is that
provenance is aimed at users (i.e. managers in our unified MSS architecture), as
opposed to designers. Traceability may be aimed at designers, administrators or
users, although the primary population targeted by traceability is IS/software
designers (software traceability).

In the sections below, we present our main accomplishments in the domains of
traceability and provenance.

2.3. Learning from traces
Our contribution to learning from traces pertains to three categories: (1) trace
reuse based on case‐based reasoning (CBR), (2) inductive learning from traces, and (3)
analysis and measure of dependencies from traces of collective activity.

2.3.1. Trace reuse based on case‐based reasoning
This work was initiated in our doctorate thesis (Prat, 1999b). This research
combines a process view (as opposed to a product view) of IS engineering, meta‐
modeling, and CBR techniques. CBR will be defined in the next chapter. For now, we may
define it as reuse of past experience to solve new problems.
In our research, traces belong to the category of decision‐oriented traces. More
precisely, we may define them as problem‐solving traces, where a goal (intention) is
attained by successive decompositions and refinements. In other words, traces contain
knowledge that may be used by decision makers, who may be IS/IT people, but also
managers from outside the IS/IT division. For example, we have applied our approach to
experience reuse in the domain of business process reengineering (BPR), e.g. in (Prat,
1999a).
In the context of this research, we have developed a prototype, STEP PC. STEP PC is
a meta‐tool, whose architecture is shown in Figure 5. Instantiating this meta‐tool
essentially consists in specifying the product model by instantiating the product meta‐
model. STEP PC applies techniques from CBR for trace capture, storing (including
indexing), and reuse. A case is a component of a trace, called step. In essence, a step is an
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intention (goal). CBR helps finding strategies for reaching the goal. STEP PC also uses
linguistic techniques, based on our approach for goal formalization and classification
described below.

guidance engine

repository
product meta-model

metadesigner

application product model
linguistic dictionary model
trace model
indexing system model

process traces (case base)

tool

data

EDITORS
- trace
- product
- linguistic dictionary
VIEWERS
- trace
- product
- linguistic dictionary
MODULES
-tracing
-case-based
reasoning:
*retrieval
*reuse
*storage

designer

data
f low

control
f low

Figure 5. Architecture of STEP PC (Prat, 1999b, 2000b)
The book chapter (Zamfiroiu & Prat, 2001) presents an overview of traceability, with
illustrations from our work.

2.3.2. Inductive learning from traces
In the CBR approach described above, traces are used to derive new traces
(learning by analogy). In contrast, in the inductive learning approach, the idea is to
improve process models by analyzing process traces, concentrating on process deviations
(i.e. where the traces depart from what was suggested by the process model). In (Prat,
1996), we proposed an approach to improve process models by learning from traces,
using inductive machine learning techniques.
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2.3.3. Analysis and measure of dependencies from traces of collective
activity
This research was conducted with Manuel Zacklad, based on previous research
pertaining to documents for action (Zacklad, 2006). Documents for action (DofA) serve to
coordinate distributed communities engaged in a common goal‐directed activity.
In this work, we elaborated a UML‐based model of DofA. We used this model as a
structure for conceptually representing traces of collective activities mediated by
documents. Based on this, we proposed an approach for dependency analysis and
measurement. Dependency analysis is useful for management, e.g. to reveal cases of
excessive dependence of an actor on another actor.
This research was published in (Prat & Zacklad, 2006a, 2006b).

2.4. Goal formalization and classification
As mentioned in Section 2.3.1, traces in our approach are problem‐solving traces,
where the notion of goal (intention) is central. It was therefore necessary to formalize
goals more precisely.
In (Prat, 1997a, 1997b), we proposed an approach for goal formalization and
classification. This approach is based on linguistics. Each goal is formalized as a verb,
followed by parameters, each parameter having a specific semantic function (e.g. Result,
Object…) with respect to the verb. Our approach for goal formalization, with the different
types of parameters, is presented below:
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Table 4. Goal parameter types (Prat, 1997a), with some examples from (Rolland, 2007)
Parameter

Description

Example

Object

The entity/entities or goal(s) affected by the goal. The
object exists prior to the goal’s achievement and may
be modified or suppressed by it.

Check(room availability)Obj

Result

The entity/entities or goals which are effected by the
goal, i.e. which result from its achievement. The
entities/goals of the result do not exist prior to the
goal, or they exist only in abstract form and are made
concrete as a result of the goal’s achievement.

Make(room booking)Res

Source

The starting point (information source of physical
place) of the goal. Implies movement.

Import(no more than 20% of the
company’s need of
copper)Res(from the same
country)So

Direction

The terminal point of the goal (opposite of the source).

Transfer(the R&D
department)Obj(to Cambridge)Dir

Referent

The entity with regard to which an action is performed
or a state is attained or maintained.

Adjust(the prices)Obj(to the
inflation rate)Ref

Manner

The way in which the goal is to be achieved.

Check(availability)Obj(in a real time
process)Man

Means

The entity (tool…) by means of which the goal is to be
achieved.

Present(the new products of the
company)Obj(via the Web)Mea

Quality

A quality which is to be attained or preserved.

Remain(more reliable)Qual(than
our competitors)Ref

Beneficiary

The person or group in favor of whom the goal is to be
achieved.

Reduce(work load)Obj(for the hotel
staff)Ben

Location

Situates the goal in space. Implies no movement, or
movement within the same location.

Reduce(delays)Obj(on ground and
air)Loc

Time

Situates the goal in time.

Become(the number 2 virtual
bookstore)Qual(before 2015)Time

Although the original motivation of our work was the formalization of goals in
problem solving traces, the applicability of this research goes far beyond this initial
objective. As of July 27, 2012, (Prat, 1997a) totals 74 citations in Google scholar.
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Complementary to goal formalization, our approach to goal classification was
applied in our CBR approach to index problem‐solving traces based on the category of goal
verb. This goal classification may also be used for goal refinement (a.k.a. goal reduction).
In (Prat, 2006a), we applied our approach of goal formalization and classification to
the context of semantic Web services. We proposed a formalization of Web service goals,
and a hierarchy of Web services based on this formalization.

2.5. Provenance‐based assessment of data believability
This research, in collaboration with Stuart Madnick, was initiated in 2007, when I
stayed at MIT Sloan School of Management as a visiting scholar.
The goal of this work is to fill the research gap in provenance‐based assessment of
data believability, by proposing an approach for computing this believability.
Based on the initial decomposition of believability into three sub‐dimensions
proposed by (Lee et al., 2006), we significantly enriched and specified this decomposition,
leading to the dimensions of believability shown in Figure 6.

Figure 6. Dimensions of believability (Prat & Madnick, 2010)
Elaborating on provenance models described in the literature, we proposed a
provenance model specifically aimed at the provenance‐based computation of data
believability. This model stresses the representation of the aspects that are key to
believability computation, e.g. temporal aspects distinguishing transaction time from valid
time (Dyreson et al., 1994). We point out that in our approach, we focus on assessing the
believability of data aimed at decision making (in other words, we are in the context of an
MSS, and the provenance and quality information is aimed at the user i.e. the manager).
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In (Prat & Madnick, 2008), we presented an initial version of our taxonomy of
believability dimensions, our provenance model, and metrics for measuring believability
along the terminal dimensions of believability (i.e. metrics for each of the terminal nodes
of Figure 6).
In (Prat & Madnick, 2007), we proposed an approach for aggregating the different
metrics along quality dimensions and data provenance. This research is based on the
theory of aggregation operators (Calvo, Kolesárová, Komorníková & Mesiar, 2002). The
properties of aggregation operators are often conflicting (e.g. reinforcement versus
idempotency), and the choice of the appropriate operators should be based on knowledge
of these properties. We point out here that although our research works on provenance
and business intelligence have been conducted separately and with different colleagues,
the notion of aggregation plays a central role in both cases (we will describe our research
on aggregation in the context of BI in Chapter 4).
In (Prat & Madnick, 2010), we applied our approach in the specific context of the
semantic Web. In the semantic Web, a.k.a. the Web of linked data (Bizer, Heath &
Berners‐Lee, 2009), the issues of data provenance and credibility are crucial. Our paper
proposes to represent our provenance model using extant languages and (RDF – Resource
Description Framework) vocabularies on the semantic Web.

2.6. Achievements and perspectives
2.6.1. Summary of achievements
Before summarizing our publications and supervisions in the topic of traceability
and provenance, let us recapitulate our main contributions to this topic i.e. how we filled
the research gap:






In the domain of traceability, a major contribution of our work was the application of
case‐based reasoning to learning from traces. The information systems (and, more
specifically, requirements engineering) and artificial intelligence community are
clearly distinct research communities. In our work, we successfully applied case‐
based reasoning to reusing traces of past, similar process steps. The results that we
got would have been difficult to obtain if we had strictly stayed within the research
domain of information systems.
In our work on traceability, we needed to formalize and classify goals. Traditionally,
goals have not been well formalized. Consequently, our work on goal classification
and formalization, based on a linguistic approach, clearly fills a research gap. Since we
published our paper on goal formalization and classification, it has been successfully
applied to many different contexts.
In the domain of provenance, we focused on provenance‐based believability
computation. The literature lacked precise metrics for assessing data believability
along the different sub‐dimensions of believability and data lineage. We filled this
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research gap by (1) proposing a precise taxonomy of believability sub‐dimensions, (2)
defining metrics for the different sub‐dimensions of this taxonomy, using provenance
information, and (3) proposing an approach for aggregating these metrics along the
different sub‐dimensions of believability and data lineage.
Table 5 summarizes our publications and supervisions pertaining to traceability
and provenance, by sub‐topic.
In terms of tools, the meta‐tool STEP PC, which we have developed in the context
of our doctorate thesis, was successfully applied in various contexts, including in the
master thesis of Thanh Loan Le entitled “Application de l'approche raisonnement par cas
et l'outil STEP PC à l'ingénierie des besoins par analyse des scénarios”.
Table 5. Traceability and provenance: publications and supervisions by sub‐topic
Publications and supervisions


Book chapters
(Prat, 2000b)
(Zamfiroiu & Prat, 2001)



International conference
AIS 1996 (Prat, 1996)



National conferences
AIM 1999 (Prat, 1999a)
AIM 2006 (Prat & Zacklad, 2006a), translated into English
in a book with the best papers of the conference (Prat &
Zacklad, 2006b)



Doctorate thesis
(Prat, 1999b)



Master thesis supervision
Thanh Loan Le (1999, 50%)



International workshops
REFSQ 1997 (Prat, 1997a)
MFPE 1997 (Prat, 1997b)



International conferences and workshops
WITS 2007 (Prat & Madnick, 2007)
HICSS 2008 (Prat & Madnick, 2008)



Working paper
(Prat & Madnick, 2010)

Learning from traces

Goal formalization
and classification

Provenance‐based
assessment of data
believability
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In Table 6, we classify our traceability and provenance publications by conceptual
phase and by layer in the MSS architecture (cells which contain no publication are not
shown). Most of our work in this research theme concerns conceptual design and the
repository layer. Some of the work extends to the logical phase and/or the application
layer. For example, in our research pertaining to trace reuse based on CBR, we not only
specify the structure of traces, but also the CBR process of storing traces and reusing them
for decision making.
Table 6. Traceability and provenance: publications by design phase and by layer
Repository

Application

Conceptual design

(Prat, 1996, 1997a, 1997b,
(Prat, 1999a, 1999b, 2000b,
1999a, 1999b, 2000b, 2006a; Prat 2006a)
& Madnick, 2007, 2008; Prat &
Zacklad, 2006a, 2006b)

Logical design

(Prat, 1999a, 1999b, 2000b; Prat
& Madnick, 2010)

(Prat, 1999a, 1999b, 2000b)

2.6.2. Perspectives
We are currently working on a journal paper on provenance‐based believability
computation, extending our conference publications. In this work in progress, we have
shown, among other results that if we want full reinforcement (i.e. both upward and
downward) and no annihilator (like 0 in the aggregator “”), we have to give up
associativity. This result has been established using the theory of aggregation operators.
Our work on provenance‐based believability computation has several potential
applications to BI. For example, in BI, the ETL process (extract‐transform‐load) is crucial.
This process, which will be described in Section 4.2.1, consists in integrating data sources
into the data warehouse. In this process, it is often necessary to choose between several
alternative source databases or records containing similar information. The choice
between alternative databases or records could be based on provenance‐based
believability computation (choice of the database or record whose data are most
believable). We could also combine our provenance research with research on
aggregation in OLAP, by computing how data believability evolves when the different
aggregation operators (SUM, AVG, MIN…) are applied: based on the believability of the
detailed data and the aggregation operator, how can we determine the believability of the
resulting aggregated data? In (Parssian, Sarkar & Jacob, 2004), the authors studied the
effect of operators of the relational algebra (selection, projection, and cartesian product)
on data accuracy and completeness. In our case, we would focus on aggregation
operators, and (instead of accuracy and completeness) data believability.
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We believe that our work on goal formalization and classification could well apply
to the identification of measures in BI, in a manner similar to the balanced scorecard
(Kaplan & Norton, 1996), which derives indicators from objectives. We contend that the
linguistic approach applied in our work will shed new light on the identification of
measures/indicators in BI. We plan to investigate this research path in the near future.
The next chapter is dedicated to our second research topic: KM/KMS. As we will
see, some of our research in KMS and KMS intersects with that on traceability and
provenance.
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Chapter 3. Knowledge management and
knowledge management systems
3.1. Introduction
Knowledge management systems are one of the major categories of MMS. In this
chapter, we present our research pertaining to KMS and KM.
In terms of our MSS architecture, KMS may be characterized by the fact that in
these systems, the primary content of the repository is knowledge (as opposed to data or
information). Concerning design phases and MSS repository layers respectively, our KMS
research has predominantly dealt with conceptual design and the repository layer
(similarly to our traceability and provenance research). However, as visible from the
summary table at the end of this chapter, in our KMS research, we have covered all design
phases and all repository layers. For example, based on this research, rule‐based systems
(like Infauditor) and case‐based reasoning applications (like SAFRS ‐ Système d’Aide à la
Formation des Radiologues‐Sénologues) have been created.
This chapter about KM and KMS is structured as follows: the next section is a brief
survey. We then present our research contributions. In terms of KMS, our research has
dealt with two specific types of KMS based on AI (rule‐based systems and case‐based
reasoning), and KMS on mobile devices (these devices entail specific constraints in terms
of the KM process). Beyond our contribution to the design of KMS, we has also
contributed to the more general field of KM, by (1) proposing a knowledge management
model, and (2) exploring empirically the issue of teaching management knowledge with
cases (considering, in particular, the influence of learning styles). Although our empirical
research has not resulted in a KMS dedicated to teaching management knowledge with
cases, the findings of this research could be used in the design and development of such a
KMS. We conclude this chapter with a summary of our achievements in KM and KMS,
followed by research perspectives.

3.2. Survey of the literature
3.2.1. Knowledge management (KM)
We start this KM survey with a general overview. We then focus on some specific
topics that we have investigated in our research. A brief survey of rule‐based systems and
case‐based reasoning is presented in Section 3.2.2, these two systems being specific types
of KMS.
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3.2.1.1.

General overview of KM

We propose a definition of knowledge management based on the typology of KM
processes that we established in (Prat, 2006b):
Definition 14: Knowledge management (KM) consists in acquiring, storing, retrieving,
transferring and utilizing knowledge in organizations.
To provide a general overview of KM research, Figure 7 presents our KM research
framework. This framework permits to map KM research. It is made of three main building
blocks: knowledge types, KM processes and context.





Knowledge types classify knowledge according to different criteria: explicitness i.e.
tacit or explicit knowledge (Nonaka, 1994), reach (e.g. individual versus organizational
knowledge), abstraction level (i.e. general knowledge like rules or specific knowledge
like cases), and propositionality (declarative versus procedural knowledge).
KM processes may be planning, modeling or control processes (e.g. knowledge
mapping), or operational processes (acquisition, storage/retrieval, transfer,
utilization). The term “acquisition” is more general than creation.
Context refers to all factors that may impact KM, positively or negatively. In most of
our research, we focus on the “IT and methods” box. This box includes KMS and
knowledge engineering methods.

Any research contribution to KM focuses on one or several boxes inside the three
building blocks, or on relationships between boxes. A significant part of KM behavioral
research focuses on the influence of the elements of context on other boxes of the
framework (for example, what is the influence of human resource management or culture
on the operational process of knowledge transfer?)
We point out that the KM research framework of Figure 7 does not have the same
objective as the MSS architecture proposed in Chapter 1. The purpose of the KM research
framework is to map KM research (including KMS research). This research may be
behavioral or design research. The purpose of the MSS architecture is to provide a
framework for design research in MSS. The MSS architecture is more general than the KM
research framework in that it encompasses any type of MSS (KMS, but also BI, DSS…).
Concerning the research method, the MSS architecture is more specific than the KM
research framework in that it is specific to design research. Naturally, the MSS
architecture and KM research framework are related. To be more specific about these
relationships, let us consider the three building blocks of the KM research framework:


Knowledge types provide complementary typologies for knowledge, which appears
(along with data and information) in the repository of the MSS architecture. Among
these typologies, the reach (e.g. individual versus organizational knowledge) is
related with the MSS scope in the architecture. For example, if the MMS is an
enterprise KMS, the scope is the organization and this KMS is likely to include
organizational knowledge.
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KM processes differ for the three stakeholders identified in the MSS architecture. In
their daily operations, managers utilize knowledge (utilization is an operational
process). In planning, modeling and control processes, designers and administrators
play a major role. Designers perform knowledge modeling and, more generally,
knowledge engineering. Administrators control the evolution of knowledge bases,
including their reorganization.
In terms of context, the box related with the MSS architecture is the “IT and
methods” box. As mentioned above, this box includes KMS and knowledge
engineering methods.

Strategy

CONTEXT

Organization

KM
PROCESSES

Culture

Leadership

Human
resource
management

Individuals
and
behaviors

IT and
methods

Environment

Planing, modeling and control processes

Operational processes

KNOWLEDGE
TYPES

Explicitness

Reach

Abstraction level

Propositionality

Figure 7. KM framework (Prat, 2002, 2006b)
3.2.1.2.

Knowledge engineering

The objective of knowledge engineering is the building of knowledge‐based
systems (e.g. rule‐based expert systems). Like IS engineering, knowledge engineering is a
modeling activity (Studer, Benjamins & Fensel, 1998). This activity should be decomposed
into phases corresponding to different levels of abstraction (conceptual design, logical
design, and physical design). CommonKADS, for instance, makes the distinction between
these three abstraction levels. This method (Schreiber et al., 2000) is one of the major
knowledge engineering methods. It is commonly used in the expert systems literature, e.g.
(Hasan & Isaac, 2011; Sutton & Patkar, 2009). Other methods may be used, e.g. the
Gameth methodological framework (Grundstein, Rosenthal‐Sabroux & Pachulski, 2003) to
identify crucial knowledge within an organization.
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Ontologies are useful in knowledge engineering and, more generally, as a tool for
representing knowledge. According to (Gruber, 1993), “an ontology is an explicit
specification of a conceptualization”. The definition proposed by (Studer, Benjamins &
Fensel, 1998) elaborates on this definition:
Definition 15: “An ontology is a formal, explicit specification of a shared
conceptualization.”
3.2.1.3.

Learning and teaching management knowledge with cases

Storytelling is a powerful technique in knowledge management for capturing and
transferring knowledge (Dalkir, 2011). The use of cases in teaching may be considered as a
form of storytelling. Cases are specific knowledge and are a useful complement of  and
sometimes a substitute to  general knowledge. They are widely used in management
education (including IS management education), e.g. in Harvard Business School (Barnes,
Christensen & Hansen, 1994). Besides facilitating the transmission of management
knowledge, cases train future managers to the decision making process (Mauffette‐
Leenders, Erskine & Leenders, 2005).
3.2.1.4.

Learning styles

Individuals and behaviors appear in the KM framework of Figure 7, as an element
of the KM context. An important characteristic of individuals, which directly influences the
way they will assimilate knowledge, is their learning style. Several theories of learning
styles have been proposed (Coffield, Moseley, Hall & Ecclestone, 2004). One influential
theory is the theory of experiential learning (Kolb, 1984), which has been adapted by
(Honey & Mumford, 1992) to define four categories of learning styles: activist, reflector,
theorist and pragmatist.

3.2.2. Knowledge management systems (KMS)
3.2.2.1.

Rule‐based systems

Expert systems are a prominent category of KMS. Rule‐based systems are a specific
category of expert systems, which represent knowledge as situation‐action rules (if
situation, then action) (Hayes‐Roth, 1985; Shu‐Hsien, 2005). They represent knowledge
about plausible inferences and preferred problem‐solving tactics (heuristics). Since
experts tend to express their knowledge as rules, this suggests that rule‐based systems are
most appropriate for building knowledge‐intensive systems (Hayes‐Roth, 1985).
Among the languages or systems available for writing rule‐based expert systems,
let us mention Prolog and Jess (www.jessrules.com), which we have used in our research.
In (OMG, 2009), the Object Management Group has defined a production rule
representation language (PRR). This language enables high‐level representation of
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production rules, independently of the target expert system. We have used this language
in several of our research works reported below.
3.2.2.2.

Case‐based reasoning

In this section, we draw from (Aamodt & Plaza, 1994), including for the definition
of case‐based reasoning:
Definition 16: Case‐based reasoning (CBR) is “to solve a problem by remembering a
previous similar situation and by reusing information and knowledge of that situation”.
A case is specific knowledge (as opposed to a rule). Case‐based reasoning consists
in reasoning by analogy to solve a new problem, by reusing an old (already solved)
problem.
The CBR cycle (Figure 8) consists in four phases:





Retrieve from the case base a case similar to the new case.
Reuse (adapt) the retrieved case, accounting for the differences between this case
and the new case.
Revise the case resulting from adaptation.
Retain (memorize) the new solved case.

One of the key issues in CBR is the definition of a similarity metric (Liao, Zhang &
Mount, 1998), to ensure that the right cases will be retrieved from the case base.
Problem
New case

Retrieve

Learned case
New case
Case base
Retain

Retrieved case

General
knowledge
Reuse (adaptation)

Tested/repaired case
Revise

Solved case

Figure 8. The CBR cycle (Aamodt & Plaza, 1994)
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3.3. Knowledge management model
Knowledge management is influenced by several disciplines (Alavi & Leidner,
2001). Among others, these disciplines include IS/IT, organizational theory (Huber, 1991;
Nonaka, 1994), strategic management (Tarondeau, 1998) and AI (Fowler, 2000).
In (Prat, 2002), we proposed an integrated framework for KM research, integrating
the contributions from these different disciplines. We completed this framework with
contributions from the theories of individual learning (Ramsamy‐Prat & Prat, 2002).
Based on our integrated KM framework, we proposed a hierarchical model for KM
(Prat, 2006b). By its very hierarchical structure, this model enables KM researchers and
practitioners to analyze KM research or practice at different levels of detail. For
practitioners, one of the potential uses of the KM model is the assessment of KM
maturity, similarly to the maturity model which was later proposed by (Hsieh, Lin & Lin,
2009), or to the information orientation dashboard (Marchand, Kettinger & Rollins, 2000)
for information management maturity. A salient feature of our approach is the use of the
analytic hierarchy process (AHP) authored by Saaty (Saaty, 1990).

3.4. Teaching management knowledge with cases and influence
of learning styles
Departing from most of our research, which is based on a design science approach,
this work was based on quantitative research.
The objective of this research was to investigate student’s participation,
satisfaction and learning in the case teaching classroom, how these variables are related,
are related with the case teaching approach, and the extent to which individual learning
styles come into play. Among the empirical results, we found that some case teaching
approaches are more adapted to particular types of learning styles.
This work is reported in (Prat, 2010, 2012). The findings of this research could be
used in the design of learning tools  KMS for knowledge creation in the terminology of
(Alavi & Leidner, 2001)  based on cases, and accounting for the different types of
learning styles.

3.5. Rule‐based systems
3.5.1. Applying rule‐based systems to information systems auditing
This research applied expert systems and the analytic hierarchy process to IS
auditing. It resulted in the tool Infauditor. In our approach, all aspects of IS auditing are
covered (technical as well as managerial).
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This research is published in (Akoka, Comyn‐Wattiau & Prat, 1993). This publication
was followed by several papers on Infauditor (by my co‐authors Jacky Akoka and Isabelle
Comyn‐Wattiau), and the tool was extensively applied.

3.5.2. Knowledge engineering for rule‐based systems
In this work (Prat, Akoka & Comyn‐Wattiau, 2011, 2012a), we applied MDA to
knowledge engineering of rule‐based systems. We described the approach, and associated
transformations, for mapping CommonKADS knowledge models into rules in the
production rule representation language (PRR). CommonKADS models are at the CIM level
of MDA (computation independent model), and PRR is at the PIM level (platform
independent model). Thus, our work bridges the gap between a common knowledge
engineering method (CommonKADS) and a standard for production rule representation
(PRR).
Figure 9 illustrates (as an UML activity diagram) our process for CIM to PIM
transformation. In particular, the concept of inference group eases automation of CIM to
PIM transformations. Our approach includes algorithms for automatically identifying
inference groups.

Figure 9. MDA approach to knowledge engineering: CIM to PIM transformation (Prat,
Akoka & Comyn‐Wattiau, 2012a)
In our approach, transformations may be specified formally with
Query/View/Transformation (OMG, 2011a). Figure 10 illustrates this formalization with
transformation A2, which says that “Each input dynamic role of the task realized by the
task method becomes an input parameter of the activity.”
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<<domain>>
t:TaskMethod
realizes
:Task

<<domain>>
a:Activity
kad
C

act
E

input
:DynamicKnowledgeRole
name=dr

node
:ActivityParameterNode
name=pn
direction=‘Input’
:Class
name=cn

:domainMapping
oneSetOrList=osl
:Concept
name=cn
when
A1_TaskMethodToActivity(t,a)
where
pn = if (osl= ‘One’) then (dr + ‘: ’ + cn) else if (osl = ‘Set’ ) then
(dr+ ‘: Set of ’ + cn else (dr + ‘: Sequence of ’ + cn) endif endif;

Figure 10. MDA approach to knowledge engineering: QVT representation for a
transformation (Prat, Akoka & Comyn‐Wattiau, 2012a)

3.5.3. Rule‐based representation of aggregation knowledge in OLAP
In this research (Prat, Comyn‐Wattiau & Akoka, 2010, 2011), we applied the rule
language PRR to represent aggregation knowledge in OLAP systems, as a complement to
UML. Rules are appropriate for representing aggregation knowledge, which is complex,
dynamic, and highly contextual. By “contextual”, we mean, more particularly, that
aggregation choices at a given stage depend on previous choices, and should account for
specific user preferences. Our research pertaining to rule‐based representation of
aggregation knowledge will be described more precisely in Chapter 4.

3.6. Case‐based reasoning
In (Comyn‐Wattiau, Akoka & Prat, 2004), we started investigating the use of CBR
for estimating the cost of software evolution, including the features along which the cases
should be compared.
In the doctorate thesis of Souad Demigha (which I co‐supervised with Colette
Rolland), CBR was applied to the training of radiologists/senologists (working in the
domain of breast cancer detection). This lead to the prototype SAFRS (Système d’Aide à la
Formation des Radiologues‐Sénologues), fed with some real data. The conference paper
(Demigha & Prat, 2004) is based on this work. Even though the application of CBR to
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breast cancer detection or treatment is not new (Lieber & Bresson, 2000), this doctorate
thesis fills a research gap in terms of CBR systems for training radiologists‐senologists.
Our application of CBR in the context of traceability was described in the previous
chapter (Prat, 1999a, 1999b, 2000b). In (Prat, 2000a), we described the issue (in terms of
case representation and CBR process) of applying CBR in a design environment. In (Prat,
2001), we proposed an algorithm for knowledge indexing and retrieval generalizing CBR
algorithms developed in our doctorate thesis.

3.7. Mobile knowledge management
This work was pursued with colleagues from the University of Mannheim.
In (Derballa & Pousttchi, 2004), mobile knowledge management is defined as
follows:
Definition 17: “Mobile KM describes a management process in the course of which mobile
communication techniques in conjunction with mobile devices are employed for the
creation, validation, presentation, distribution or application of knowledge.”
The context of mobility thus impacts the way that operational KM processes are
designed and executed. In particular, it is crucial to take context into account (user
preferences, location, time…). To achieve this, the contextualizer is an original element of
our mobile KM architecture. The contextualizer communicates with the knowledge base
(knowledge storage and retrieval), and links the server (knowledge base) to the client
(mobile device) according to the context (knowledge presentation and acquisition). The
contextualizer uses the taxonomy of context elements, defined in our approach.
The original architecture for mobile KM was presented in (Thiele et al., 2006,
2008a). These ideas were then implemented and validated with two prototypes:
MobileAudit in the domain of environmental audit (Thiele et al., 2007), and MobileAero in
the domain of aircraft maintenance, extending the approach with tag clouds (Thiele et al.,
2008b).
Figure 11 shows our mobile knowledge management architecture. In this
architecture, the knowledge base may be a relational (SQL) database, an object‐oriented
or an XML database.
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Figure 11. Mobile knowledge management architecture (Thiele et al., 2006)
In (Ratsimanohatra, Prat & Schader, 2006), we focused on the retrieval and
presentation processes within our context‐aware mobile knowledge management
architecture. We combined the use of context information with topics maps to perform
these processes.

3.8. Achievements and perspectives
3.8.1. Summary of achievements
Let us illustrate some areas where our research on KM and KMS fills research gaps:




In knowledge engineering, CommonKADS is a commonly used method, and PRR is a
standard for rule representation. Our research bridges the gap between
CommonKADS and PRR, combining them by taking advantage of their respective
strengths, based on MDA.
Our applications of case‐based reasoning and rule‐based systems fill research gaps in
their domain of application. More specifically, in IS auditing, previous approaches
traditionally considered only some aspects (e.g. focus on technical aspects). Our work
covers all aspects of IS auditing. IS auditing knowledge is easily represented and
utilized thanks to rule‐based systems, and knowledge maintenance is eased by the
modularity of rules. Concerning case‐based reasoning, our work fills a research gap in
terms of CBR systems for training radiologists‐senologists.

46



Concerning our research on teaching management knowledge, empirical studies
investigating the case method (and, more precisely, various case teaching
approaches) in conjunction with learning styles were missing in the IS literature. Our
research starts filling this research gap. This research finds, in particular, that some
case teaching approaches are more adapted to particular types of learning styles.
Table 7 synthesizes our main achievements by sub‐topic of KM and KMS.

Several tools or prototypes were developed in the context of our research on KMS.
They include Infauditor for information systems auditing, STEP PC (described in the
previous chapter), as well as tools developed in the context of theses (master or
doctorate) which I (co‐)supervised:




The prototype SAFRS was developed (and fed with some real data) in the context of
the doctorate thesis of Souad Demigha “Un système à base de connaissances en
radiologie‐sénologie” (defended in July 2005).
The prototype Handheld Audit was developed during the master thesis of Ando
Ratsimanohatra, entitled “Spécification du produit et du processus dans une
architecture de mobile knowledge management”.
The master thesis of Fabhil Coowar (“Modélisation et transformation des règles en
systèmes d’Information”) resulted in a prototype pertaining to the mapping of PRR
into Jess.

Another master thesis (“Rétro‐conception de bases de connaissances à partir de
systèmes experts – application à PRR et Prolog”, Rokhy SARR) investigated reverse
engineering of knowledge bases (from Prolog to PRR).
The prototypes MobileAudit and MobileAero implemented the context‐aware
mobile knowledge management architecture that we defined with Mannheim University.
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Table 7. Knowledge management and knowledge management systems: publications and
supervisions by sub‐topic
Publications and supervisions

Knowledge
management model

Teaching
management
knowledge with cases
and influence of
learning styles

Rule‐based systems



Book chapter
(Prat, 2006b), new edition in 2011 (pp. 376‐388)



International conference
ECKM 2002 (Ramsamy‐Prat & Prat, 2002)



National conference
AIM 2002 (Prat, 2002)



International journal
Journal of Computer Information Systems (Prat, 2012)



National conference
AIM 2010 (Prat, 2010)



International journals
Data and Knowledge Engineering (Prat, Comyn‐Wattiau &
Akoka, 2011)
Expert Systems with Applications (Prat, Akoka & Comyn‐
Wattiau, 2012a)



International conferences
ICC 1993 (Akoka, Comyn‐Wattiau & Prat, 1993)
ECIS 2010 (Prat, Comyn‐Wattiau & Akoka, 2010)
SEKE 2011 (Prat, Akoka & Comyn‐Wattiau, 2011)



Master thesis supervisions
Fabhil Coowar (2010, 66%)
Rokhy Sarr (2011, 66%)



Book chapter
(Prat, 2000b)



International conferences and workshops
MLinD 2000 (Prat, 2000a)
ECKM 2001 (Prat, 2001)
ICTTA 2004 (Demigha & Prat, 2004)



National conference
AIM 1999 (Prat, 1999a)



Poster in international conference

Case‐based reasoning
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CAISE 2004 (Comyn‐Wattiau, Akoka & Prat, 2004)


Doctorate thesis
(Prat, 1999b)



Doctorate thesis supervision
Souad Demigha (2005, 60%)



Master thesis supervision
Thanh Loan Le (1999, 50%)



International conferences
WWW/Internet 2006 (Ratsimanohatra, Prat & Schader,
2006)
WINSYS 2006 (Thiele et al., 2006), also in selected papers
from the conference (Thiele et al., 2008a)
WINSYS 2007 (Thiele et al., 2007)
ICN 2008 (Thiele et al., 2008b)



Master thesis supervision
Ando Ratsimanohatra (2006, 100%)

Mobile knowledge
management

Table 8 classifies our KMS publications according to abstraction level and MSS
layer. Considering these two criteria, we cover a wide spectrum (e.g. we explored the
issue of knowledge presentation in our research on mobile knowledge management).
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Table 8. Knowledge management and knowledge management systems: publications by
design phase and by layer
Repository

Application

Presentation

Conceptual design

(Akoka, Comyn‐
Wattiau & Prat, 1993;
Demigha & Prat,
2004; Prat, 1999a,
1999b, 2000b, 2001;
Prat, Akoka &
Comyn‐Wattiau,
2011, 2012a; Prat,
Comyn‐Wattiau &
Akoka, 2010, 2011;
Ratsimanohatra, Prat
& Schader, 2006;
Thiele et al., 2006,
2007, 2008b)

(Akoka, Comyn‐
Wattiau & Prat,
1993; Demigha &
Prat, 2004; Prat,
1999a, 1999b,
2000b;
Ratsimanohatra,
Prat & Schader,
2006; Thiele et
al., 2006, 2007,
2008b)

(Ratsimanohatra, Prat
& Schader, 2006;
Thiele et al., 2006,
2007, 2008b)

Logical design

(Akoka, Comyn‐
Wattiau & Prat, 1993;
Demigha & Prat,
2004; Prat, 1999a,
1999b, 2000b; Prat,
Akoka & Comyn‐
Wattiau, 2011,
2012a; Thiele et al.,
2006, 2007, 2008b)

(Akoka, Comyn‐
Wattiau & Prat,
1993; Demigha &
Prat, 2004; Prat,
1999a, 1999b,
2000b; Thiele et
al., 2006, 2007,
2008b)

(Thiele et al., 2006,
2007, 2008b)

Physical design

(Thiele et al., 2007,
2008b)

(Thiele et al.,
2007, 2008b)

(Thiele et al., 2007,
2008b)

3.8.2. Perspectives
In our future research, we plan to focus on rule‐based systems. We intend to
further explore the benefits that these systems may provide in BI, e.g. in OLAP
analysis. A major advantage of rules is their ability to take context into
consideration (the if part of rules). Among other things, the context may include
personal characteristics of the user. Rules may thus be used for personalization,
e.g. in OLAP aggregation. This is an issue that we started to explore in our research,
with user preference aggregation rules (Table 9). We could make user preference
aggregation rules more specific, based on a more precise profile of users. We will
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also focus on applications of rule‐based systems in the context of the semantic
Web. We have started to explore the area of the semantic Web, particularly in our
BI research. Since the semantic Web essentially consists in reasoning on data and
their semantics, we anticipate that our future semantic Web research will use rule‐
based systems as a complement to ontologies.
We also plan to further explore ontologies and the reasoning capabilities they
provide. More specifically, we plan to map PRR into OWL‐DL (Web Ontology
Language – Description Logic). We could then use an OWL‐DL reasoner to reason
on the consistency and completeness of a knowledge base initially represented in
PRR.
The next chapter deals with the topic of BI. As mentioned above, some of our BI
research intersects with the topic of KM/ KMS (and, more specifically, rule‐based
systems). However, a significant part of our BI research (and, more specifically, our
early research) is not directly related to KM and KMS.
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Chapter 4. Business intelligence
4.1. Introduction
Business intelligence occupies a prominent place in MSS. Today, successful
enterprises have generally leveraged BI technology for their business (Chaudhuri, Dayal &
Narasayya, 2011). This chapter presents our research in BI.
Within the repository layer of the MSS architecture, BI systems typically contain
data (as opposed to information and knowledge), as implied by the term data warehouse.
Some of our BI research also deals with the metadata component of the repository layer:
we have explored the issue of quality assessment (more specifically, multidimensional
schemas quality), and quality information is a particular type of metadata in the repository
layer. Concerning design phases in the MSS architecture, we have covered all three phases
(in particular, we have proposed a data warehouse design method spanning the three
phases). Most of our research has concerned the repository layer, although some of this
research may also apply to the presentation layer, as we will explain later in this chapter.
In the following section, we provide a general overview of BI and a survey of the
main research sub‐topics that we have explored within this topic. We then present our
contribution to these sub‐topics. Multidimensional modeling is the common subject
underlying all our BI research. In particular, our data warehouse design method is based
on a unified multidimensional metamodel, presented in this chapter. We conclude the
chapter with a summary of our accomplishments and possible research directions for the
future.

4.2. Survey of the literature
4.2.1. General overview
intelligence

of

data

warehousing

and

business

The term “business intelligence” was originally coined in the late 1980s. It is now
commonly used as a synonym of decisional IS. A definition of BI has been proposed in
Chapter 1 (page 5). As mentioned previously, BI is generally based on a specific, integrated
database dedicated to decision making. This database is called a data warehouse. The
commonly accepted definition of a data warehouse is from (Inmon, 1992):
Definition 18: A data warehouse is “a subject‐oriented, integrated, time‐variant, non‐
volatile collection of data in support of management’s decision making process.”
As mentioned in this definition, a data warehouse is organized by subject of
interest (whereas in transactional IS, data are usually organized by process). It integrates
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all decisional data of an enterprise, although it is generally decomposed into smaller units,
called data marts. Finally, when data change, the data warehouse keeps histories of the
changes.
Figure 12 illustrates the typical architecture of a data warehouse. This architecture
is organized around three major processes: (1) ETL i.e. extract‐transform‐load, (2) storage,
and (3) reporting and analysis. The term “data warehousing” is commonly used to refer to
the design and maintenance of a data warehouse, while the term “business intelligence”
was originally limited to the utilization of the data warehouse. In this sense, ETL and
storage are part of data warehousing, and reporting and analysis pertain to BI. Today, the
meaning of BI has been extended to include data warehousing (as visible from the
definition on page 5).
Transform
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files

Data
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Extract

Querying &
reporting

Load
SAP

Data
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Staging area
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We describe briefly the three components of a data warehouse architecture:


The ETL process feeds and updates the data warehouse from the data sources. These
data sources may be internal or external to the enterprise. Internal data sources are
typically transactional databases. The ETL process is decomposed into three
processes: data are extracted from their original source, transformed, and then
loaded into the data warehouse. Transformations are often performed in a special
area, called the “staging area” (which an optional component of data warehouses).
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Examples of transformations include data cleaning, harmonization and pre‐
aggregation.
Decision‐oriented data are stored in the data warehouse and described with
metadata. Data marts may be defined as small data warehouses and often
correspond to functional areas (e.g. marketing, operations management…). In cubes,
data are organized according to a multidimensional view. The term “hypercube” is
also used, suggesting that the number of dimensions is not limited a priori.
In reporting and analysis, the data warehouse is utilized for decision making. OLAP
applications are based on a multidimensional representation of data. Analytic
applications are software packages for a function or an industry. Dashboards and
scorecards are the successors of EIS. Data mining is also called KDD (knowledge
discovery in databases). Typical BI applications also include ad‐hoc querying and
reporting.

DAY

MONTH
WEEK

QUARTER

YEAR

TI M E

In data warehouses, data are typically represented according to a multidimensional
view, as illustrated in Figure 13. The acronym “OLAP” is also used to refer to this
multidimensional view.
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Figure 13. Multidimensional representation of data. Adapted from (Prat, Akoka & Comyn‐
Wattiau, 2006)
Although several multidimensional metamodels have been proposed in the
literature and there is no commonly agreed standard, multidimensional metamodels
generally include the basic concepts of fact, dimension and measure. A fact (in our case,
the fact “Sale”) is represented as a cube. The dimensions are the axes of the cube. A
measure is an indicator, a value of interest for the decision maker. Dimensions are
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composed of dimension levels, organized into hierarchies. Dimension levels may have
attributes (each dimension level has at least an identifying attribute, which is implicit in
Figure 13).
OLAP operations may be performed on the multidimensional representation of
data. Typical OLAP operations are roll‐up (aggregation of measures along hierarchies, e.g.
the total sale amount for a given region) and its inverse operation drill‐down.
OLAP tools are generally categorized into three types: MOLAP, ROLAP and HOLAP
(Chaudhuri, Dayal & Narasayya, 2011). In MOLAP (multidimensional OLAP), data are
stored in a proprietary multidimensional DBMS, like Hyperion Essbase or Oracle Express.
In ROLAP, data are stored in a relational DBMS. Specific models have been defined for
ROLAP, namely the star and snowflake models (Kimball & Ross, 2002), and variants of
these models. HOLAP is a hybrid of MOLAP and ROLAP, combining the advantages of both
types of systems.

4.2.2. Multidimensional modeling
Multidimensional modeling plays a major role in BI (Chaudhuri, Dayal & Narasayya,
2011) and is the common thread of our BI research.
Multidimensional concepts should be represented at a high level of abstraction,
prior to implementation in MOLAP or ROLAP tools. To achieve this, several
multidimensional metamodels, often referred to as “conceptual”, have been proposed.
Some of these metamodels come with a data warehouse design method. Some use a
specific graphical or formal notation (Datta & Thomas, 1999; Golfarelli & Rizzi, 1998;
Hüsemann, Lechtenbörger & Vossen, 2000; Tsois, Karayannidis & Sellis, 2001). Others are
based on existing notations, e.g. UML (Abelló, Samos & Saltor, 2006; Luján‐Mora, Trujillo
& Song, 2006). The Object Management Group has also proposed its metamodel, called
the OLAP metamodel (OMG, 2003a), based on UML. However, this metamodel is currently
not considered as a standard, and lacks some important concepts (for example, the notion
of dimension level attribute should be represented as a concept in its own right, which is
not the case in the OLAP metamodel).

4.2.3. Data warehouse design methods
Beyond multidimensional metamodels, several data warehouse design methods
have been proposed. Although there is no consensus on a common data warehouse
design method, extant methods commonly distinguish between conceptual, logical and
physical design, and some methods distinguish a phase of requirements analysis before
conceptual design (Rizzi et al., 2006). Beyond the consensus on the distinction between
data warehouse conceptual, logical and physical design, the methods proposed in the
literature vary on the definition and content of the different abstraction levels. Due to the
key role of the conceptual design phase, some papers focus on this phase, e.g.
(Hüsemann, Lechtenbörger & Vossen, 2000; Luján‐Mora, Trujillo & Song, 2006). In
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(Cabibbo & Torlone, 1998), the conceptual and logical phases are covered. In (Golfarelli &
Rizzi, 1998), all phases are briefly described, with a special focus on conceptual design.
Recent research about data warehouse design methods is often based on or
influenced by MDA (Atigui, Ravat, Teste & Zurfluh, 2012; Mazón & Trujillo, 2008). MDA
was developed by the Object Management Group (OMG, 2003b), in relationship with
UML. The viewpoints of MDA are very similar to the distinction between conceptual,
logical and physical design. MDA strongly emphasizes automatic model transformation
(e.g. from one viewpoint to a lower‐level viewpoint).
Data warehouse design methods are also influenced by the development of agile
methods in software engineering. For example, the design methodology 4WD (Golfarelli,
Rizzi & Turricchia, 2011) is inspired by agile methods (as well as MDA).

4.2.4. Hierarchies and aggregation
Hierarchies are a key component of multidimensional schemas. In particular, they
are used in combination with aggregation functions for aggregating or detailing measures
(roll‐up and drill‐down, respectively). Non‐standard hierarchies raise specific challenges
for aggregation. For example (considering again the cube of Figure 13), if a week straddles
two quarters, the sale amount for this week should be properly allocated to the two
quarters when performing aggregation from week to quarter. Non‐standard hierarchies
also raise specific representation issues: how should these hierarchies be represented at
the conceptual level, and mapped into the logical level (Malinowski & Zimányi, 2006)?
Aggregation is sometimes referred to as summarization. Summarizability is an
important property of OLAP and statistical databases (Lenz & Shoshani, 1997).
Summarizability ensures that the summarization operations will produce the correct
results. Summarizability requires three conditions to be met: disjointness, completeness
and type compatibility (Lenz & Shoshani, 1997). Disjointness and completeness are
characteristics of hierarchies (e.g. disjointness requires members of a level to roll up to a
unique member of the upper level; thus, for example, in a multidimensional schema, it
would not be allowed to have a week rolling up to several quarters). Type compatibility
considers the type of dimensions (temporal or non‐temporal) and the type of measures
(stock, flow, value‐per‐unit). Stocks and flows are also called “levels” and “rates”
respectively. Value‐per‐units are typically ratios (e.g. the exchange rate of a currency).
Stocks (e.g. the inventory level of a product) are not additive along temporal dimensions;
value‐per‐units are not additive along any dimension.
Based on the summarizability conditions defined in (Lenz & Shoshani, 1997),
normal forms for multidimensional schemas have been defined (Lechtenbörger & Vossen,
2003; Lehner, Albrecht & Wedekind, 1998). The objective of these normal forms is to
ensure summarizability and, more generally, the quality of multidimensional schemas.
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The issue of summarizability in multidimensional modeling has been extensively
studied (Mazón, Lechtenbörger & Trujillo, 2009). Research has focused more particularly
on the specific case of additivity (Horner, Song & Chen, 2004).

4.2.5. Quality of data warehouses and multidimensional schemas
The quality of BI systems impacts the quality of the decisions made by managers
utilizing these systems. Consequently, the quality of BI systems is crucial. Since data
warehouses are the backbone of BI systems, research has paid special attention to the
quality of data warehouses (Ballou & Tayi, 1999; Vassiliadis, Bouzeghoub & Quix, 2000).
A particular aspect of data warehouse quality is the quality of multidimensional
schemas. This research area has been under‐investigated. Normal forms for
multidimensional schemas (mentioned above) have been designed to ensure the quality
of these schemas. However, they don’t help in assessing quantitatively the quality of a
multidimensional schema for a given quality criterion or a set of quality criteria. In (Calero,
Piattini, Pascual & Serrano, 2001), a set of metrics for evaluating multidimensional
schemas quality have been proposed. However, these metrics are not related to quality
criteria and are specific to ROLAP.

4.3. Data warehouse design method
The basic idea underlying our work in this research area is to transpose to
decisional systems the modeling phases traditionally used in the design of transactional
systems (conceptual/logical/physical design). Although the necessity to distinguish
between these three design phases is now commonly accepted in data warehouse design,
this was not the case in the early 1990s when we started this research. At that time, the
concept of data warehouse was emerging and the design of multidimensional systems
was often ad‐hoc or tool‐dependent. The journal paper (Akoka & Prat, 1997) had a
pioneering role in advocating the importance of a conceptual phase in the design of
multidimensional systems. Today, the journal paper (Prat, Akoka & Comyn‐Wattiau, 2006)
is often cited as an example of data warehouse design method based on the conceptual,
logical and physical design phases. Our design method may be used for the design of
MOLAP systems, and is also applicable to ROLAP systems (Prat & Akoka, 2002).
Our approach recommends to start with a conceptual model created with
formalisms traditionally used in the design of transactional systems and familiar to
designers. At the conceptual stage, multidimensional concepts are not used yet. The
conceptual model is then mapped into a multidimensional model in the later phases. In
our original publication (Akoka & Prat, 1997), we used the ER formalism (Chen, 1976) for
the conceptual model; we then moved to UML.
Figure 14 illustrates the four phases of our data warehouse design method. In
conceptual design, an initial UML model (class diagram) is defined, starting from user
requirements. This initial model is then enriched and transformed (using mapping
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transformations), in order to ease the mapping of this model into a logical schema. In
logical design, the enriched/transformed conceptual model is mapped into a unified
multidimensional schema (this multidimensional schema is an instance of our unified
multidimensional metamodel, presented below). The multidimensional schema is
independent of MOLAP or ROLAP implementations. In the physical design phase, the
logical schema is transformed into a MOLAP or ROLAP schema depending on the target
tool. In this phase again, mapping transformations are used. Finally, data confrontation
maps the physical schema data elements to the data sources.
User requirements
Conceptual modeling
UML model

CONCEPTUAL
DESIGN

Enrichment/transformation
Enriched/transformed UML model
Logical mapping

LOGICAL
DESIGN

Unified multidimensional schema
Physical mapping

PHYSICAL
DESIGN

DATA
CONFRONTATION

MOLAP
Express
schema

MOLAP
Essbase
schema

…

ROLAP
star
schema

ROLAP
snowflake
schema

…

Source confrontation
Data warehouse metadata

Figure 14. Overview of the data warehouse design method (Prat, Akoka & Comyn‐Wattiau,
2006)
It should be noted that in our approach, the tool‐independent multidimensional
metamodel, often referred to as “conceptual” in the literature, is used in the logical design
phase. We call this metamodel the “unified” multidimensional metamodel, as it unifies
the main multidimensional concepts.
Figure 15 shows our unified multidimensional metamodel, represented as a UML
class diagram. A multidimensional schema is composed of dimensions and facts. Facts are
composed of measures. Dimensions are composed of hierarchies built from classification
relationships (a.k.a. rollups). A classification relationship links a child to a parent
dimension level. Dimension levels may be temporal or non‐temporal and are composed of
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attributes. The link between a fact and one of its dimensioning dimension levels is called
“dimensioning”. This dimensioning is minimal when the dimension level is necessary to
uniquely identify the fact. The model enables the specification of applicable aggregation
functions for the different measures along the different hierarchies.
MultidimensionalSchema

ModelElement
name : Name

+multidimensionalSchema

1
1..*

+ownedElement

MultidimensionalSchemaElement

Dimension
1

*

+dimension
1..*
+hierarchy
Hierarchy

1
1

+hierarchy

1..*

+f act

DimensionLevel 1..*
+dimensionLevel
isTime : Boolean
1

+parent

Dimensioning
minimal : Boolean

+owner

Fact
1
+fact
+measure

* {ordered}

+child

Measure
+target

1..*
{ordered}

*

+source

*

+attribute

ClassificationRelationship

1..* {ordered}
DimensionLevelAttribute

+classificationRelationship

ApplicableAggregationFunctions
aggregationFunctions : Set(AggregationFunction)
levels : Integer

{disjoint,complete}
Identif yingAttribute

NonIdentifyingAttribute

*

1..*
+hierarchy

+measure

Figure 15. Unified multidimensional metamodel (Prat, Akoka & Comyn‐Wattiau, 2006)
In Figure 16, we provide an example multidimensional schema (instance of the
unified multidimensional metamodel). This multidimensional schema corresponds to the
cube of Figure 13. As customary in multidimensional schemas, the special dimension level
“All” is the most aggregated dimension level. The term “base dimension level” is used for
dimension levels which dimension facts. For example, in Figure 16, the Fact Sale is
dimensioned by the dimension levels Product, Day, and City. These dimension levels are
called “base dimension levels” (the other dimension levels of the schema take part in
hierarchies but do not dimension any fact).
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Category
category
Subcategory
subcategory

Product
product code
product name
weight

All
all

Year
year

Quarter
quarter

Month
month

Week
week

Day (Time)
day

Sale
sale amount
City (Geography)
city

District
district
Region
region

LEGEND
Fact
measure 1
…
measure n
Dimension level
identifying attribute
non‐identifying attribute 1
non‐identifying attribute 2
…
non‐identifying attribute n
Temporal dimension level
Base dimension level (Dimension)

fact‐dimension level
relationship (dimensioning)
Inter‐dimension level
relationship (classificiation)

Figure 16. Example multidimensional schema. Adapted from (Prat, Akoka & Comyn‐
Wattiau, 2006)
To conclude this section about our contribution to data warehouse design
methods, our design method spans the conceptual, logical and physical phases, specifying
mapping transformations at each phase. In particular, we have defined mapping
transformations for MOLAP and ROLAP environments. The multidimensional metamodel
is a key component of our method, providing a high level of standardization by unifying
multidimensional concepts.

4.4. Hierarchies and aggregation
In this area, a special focus of our research is non‐standard hierarchies, their
definition and their influence on aggregation (i.e. how the aggregation process should
take these hierarchies into account).
To illustrate non‐standard hierarchies, let us consider Figure 17. This figure shows
an extract from the multidimensional schema of Figure 16, and specifies, for each
classification relationship, the cardinalities of the parent dimension level. In a standard
classification relationship, there is exactly one instance of the parent dimension level for
any instance of the child dimension level. When the minimum cardinality is 0 (as is the
case with the relationship between Product and Subcategory), the classification
relationship is called roll‐up incomplete (Mazón, Lechtenbörger & Trujillo, 2009). When
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the maximum cardinality is n, the relationship is called non‐strict (Malinowski & Zimányi,
2006).
Category 1,1
category
1,1
Subcategory
subcategory
0,1
Week
week

Product
product code
product name
weight

1,1

1,n
Year
year

1,1

Quarter
1,1
quarter

Month 1,1
month

Day (Time)
day

Sale
sale amount

…
Figure 17. Multidimensional schema with non‐standard hierarchies
In (Akoka, Comyn‐Wattiau & Prat, 2001), we focused on the definition of
multidimensional hierarchies from the UML concepts of generalization and aggregation, in
the context of our data warehouse design method. We proposed specific mapping
transformations at the conceptual and logical levels. Depending on cardinalities in the
UML model, different types of classification relationships (e.g. non‐strict relationships)
may be obtained in the multidimensional schema.
In (Prat, Comyn‐Wattiau & Akoka, 2010, 2011), we used the production rule
representation language (PRR), specified in (OMG, 2009), to represent aggregation
knowledge in multidimensional systems. We proposed a typology of aggregation rules. In
each category of the typology, we presented examples of rules and their representation in
PRR. In multidimensional schemas, aggregation knowledge is often left partly implicit or
represented statically. By representing aggregation knowledge as rules, our approach
accounts for the fact that this knowledge is inherently dynamic, complex, and often
contextual. Table 9 illustrates our typology of aggregation rules, with examples of rules in
each category. Semantic, syntactic and user‐preference rules are used to choose the
aggregation function among candidate aggregation functions. In particular, user‐
preference rules enable personalization in the aggregation process, similarly to (Jerbi,
Ravat, Teste & Zurfluh, 2009). Aggregation execution rules are used to perform the
aggregation, once the aggregation function has been chosen. Aggregation execution rules
have to decide how to deal with null values, in particular (Lenz & Thalheim, 2001).
Table 9. Typology of aggregation rules (Prat, Comyn‐Wattiau & Akoka, 2011)
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Type

Description

Example

Semantic
aggregation
rules

Rules based on the semantics of elements of the
multidimensional metamodel (e.g. semantics of
dimensions, measures, aggregation functions).

Rule GE_1: Measures of type stock
are not additive along temporal
dimensions.

Syntactic
aggregation
rules

Express the mathematical properties of aggregation
functions (i.e. how aggregation functions may be
composed).

Rule SY_5: After a count, only a sum
may follow.

User
preference
aggregation
rules

Represent aggregation preferences for a given user, a
group of users, or for all users.

Rule UP_4: For a given measure
and dimension, the same
aggregation function should always
be used.

Describe the implementation of the aggregation
functions.

Rule SS_1: “Standard” sums (i.e. in
cases when no non‐strict
dimensionings or rollups are
involved) are computed by
considering null values as zeros.

Aggregation
execution
rules

4.5. Multidimensional schemas quality assessment
Our research pertaining to multidimensional schemas quality evaluation is
reported in (Prat & Si‐Said Cherfi, 2003; Si‐Said Cherfi & Prat, 2003). The key issue of data
warehouse quality has often been considered from the vantage point of data quality. Our
research is dedicated to multidimensional schemas quality, providing quality criteria for
multidimensional schemas (based on our unified multidimensional schema), and metrics
to assess these criteria. These criteria and metrics may be used by designers to verify the
quality of their multidimensional schemas or choose between alternative schemas. For
example, one metric for the quality criterion “simplicity” is dimension‐level based
simplicity, specified as follows:

1

Where NB(DL) is the number of
dimension levels from a schema S and
NB(Atti) the number of attributes of a
dimension level DLi.

∑

This metric suggests that dimension‐level based simplicity may be improved by
merging dimension levels and grouping their attributes.

4.6. OLAP and the semantic Web
In this research, we combine multidimensional modeling with the semantic Web.
More specifically, we use the Web Ontology Language (Patel‐Schneider, Hayes &
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Horrocks, 2004). The Web Ontology language (OWL) is the standard for representing
ontologies in the semantic Web. The semantic Web is also referred to as Web 3.0 or the
Web of linked data (Bizer, Heath & Berners‐Lee, 2009).
OWL has three different sublanguages, and the sublanguage we use is OWL‐DL,
based on description logic. This enables automated reasoning. The basic idea of our
research is to represent multidimensional schemas as OWL‐DL ontologies, and use these
ontologies for verifying the multidimensional schemas and their summarizability.
In (Prat, Akoka & Comyn‐Wattiau, 2012b), we proposed mapping rules for
representing a multidimensional schema as an OWL‐DL ontology. We applied the mapping
rules to an example multidimensional schema and implemented the result in Protégé
(www.protege.stanford.edu), illustrating the applicability of our mapping rules and the
benefit of OWL‐DL for reasoning on multidimensional schemas. Figure 18 shows an
excerpt of the multidimensional schema represented as an OWL‐DL Ontology. Among
other things, this ontology expresses the rule that measures of type stock are not
summable along temporal dimensions (Lenz & Shoshani, 1997).

Figure 18. Excerpt of multidimensional OWL‐DL ontology (Prat, Akoka & Comyn‐Wattiau,
2012b)
In (Prat, Megdiche & Akoka, 2012), we significantly extended and improved the
mapping rules originally presented in (Prat, Akoka & Comyn‐Wattiau, 2012b). We focused
on the process of checking multidimensional schemas and their summarizability. This
process is complex and error‐prone. We illustrated how a multidimensional schema may
be checked for summarizability by representing this schema as an OWL‐DL ontology and
automatically reasoning on this ontology, using an OWL‐DL reasoner. We also started
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investigating complementarities between our approach and the Data cube vocabulary
(W3C, 2012), in order to facilitate OLAP aggregation of linked data.

4.7. Achievements and perspectives
4.7.1. Summary of achievements
Our main contributions to the BI literature are as follows:







Early in our BI research, we adapted the abstraction levels traditionally used in the
design of transactional systems (conceptual/logical/physical). The design of
multidimensional systems and data warehouse systems was then often chaotic and
much less disciplined than the design of transactional systems. We filled a research
gap by contributing to the adaptation of the three abstraction levels to the design of
multidimensional systems and data warehouses. The recent move towards MDA is a
logical continuation of this trend.
In our work on hierarchies and aggregation, we proposed to represent aggregation
knowledge by combining objects with rules. We thus filled a research gap by enabling
better representation of aggregation knowledge, compared with extant
multidimensional metamodels which usually only provide limited mechanisms for
representing this knowledge. Considering that aggregation operators other than SUM
are an underexplored research topic (focus on additivity), our research also explicitly
considered the differences between these aggregation operators.
Our research on the quality of multidimensional schemas defined quality criteria and
associated metrics that were missing from the literature. These metrics are
independent of the specific type of multidimensional schema (ROLAP or MOLAP).
Finally, we proposed mapping rules for transforming multidimensional schemas into
OWL‐DL. To the best of our knowledge, such mapping rules, using all the concepts of
multidimensional schemas, had not been defined previously. Once a
multidimensional schema is represented as an OWL‐DL ontology, it is possible to
reason on its summarizability and connect the schema with linked data represented
with the Data Cube Vocabulary.
Table 10 synthesizes our publications and supervisions in the domain of BI, by sub‐

topic.
As mentioned above, the master thesis of Fabhil Coowar (“Modélisation et
transformation des règles en systèmes d’Information”) resulted in a prototype pertaining
to the mapping of PRR into Jess.
In the context of the master thesis of Imen Megdiche (“Ontologies, business
intelligence et Web 3.0 – raisonnement sur les modèles et données multidimensionnels”),
a prototype was developed with Protégé and the OWL‐DL reasoner Pellet
(www.clarkparsia.com/pellet). This prototype implements our mapping transformations
from multidimensional to OWL‐DL, and the reasoning on OWL‐DL ontologies to check
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summarizability. The master thesis of Imen Megdiche, under the joint supervision of Jacky
Akoka and myself, also lead to the conference publication (Prat, Megdiche & Akoka,
2012).
A tool for generating decisional IS, called GEDESID, was also developed in our
research group. This tool was originally developed by Jean‐Christophe Barrez (Barrez,
2002), and was then extended. GEDESID is based on our data warehouse design approach.
Among other functionalities, it generates BusinessObjects multidimensional schemas
(BusinessObjects is a ROLAP tool). GEDESID also incorporates reverse‐engineering
functionalities.
Table 10. Business intelligence: publications and supervisions by sub‐topic
Publications and supervisions

Data warehouse
design method

Hierarchies and
aggregation

Multidimensional
schemas quality
assessment

OLAP and the
semantic Web



International journal
Decision Support Systems (Prat, Akoka & Comyn‐Wattiau,
2006)



National journal
Journal of Decision Systems (Akoka & Prat, 1997)



National conference
BDA 2002 (Prat & Akoka, 2002)



International journal
Data and Knowledge Engineering (Prat, Comyn‐Wattiau &
Akoka, 2011)



International conferences
ER 2001 (Akoka, Comyn‐Wattiau & Prat, 2001)
ECIS 2010 (Prat, Comyn‐Wattiau & Akoka, 2010)



Master thesis supervision
Fabhil Coowar (2010, 66%)



International workshops
DSE 2003 (Prat & Si‐Said Cherfi, 2003)
IWCMQ 2003 (Si‐Said Cherfi & Prat, 2003)



International conferences and workshops
RCIS 2012 (Prat, Akoka & Comyn‐Wattiau, 2012b)
DOLAP 2012 (Prat, Megdiche & Akoka, 2012)



Master thesis supervision
Imen Megdiche (2012, 66%)

66

Cross‐topic (general
business intelligence)



Preface of proceedings
DSE 2003 (Lammari, Prat & Si‐Said Cherfi, 2003)

Table 11 classifies our BI publications according to abstraction level and MSS layer.
A large part of our research is dedicated to the conceptual design phase and the
repository layer. However, as mentioned above, our data warehouse design method
covers and describes all three abstraction levels. Our recent work on OLAP and the
semantic Web also extends to the logical level, since we provide initial ideas for
implementing our multidimensional metamodel in the semantic Web as a complement to
the RDF Data cube vocabulary. Finally, our work on the unified multidimensional
metamodel is relevant not only for the repository layer, but also for the presentation
layer: this metamodel may be used to provide decision makers with a high level view of
the multidimensional schema, in the context of OLAP tools.
Table 11. Business intelligence: publications by design phase and by layer
Repository

Presentation

Conceptual design

(Akoka, Comyn‐Wattiau & Prat, 2001; Akoka & Prat,
1997; Prat & Akoka, 2002; Prat, Akoka & Comyn‐
Wattiau, 2006, 2012b; Prat, Comyn‐Wattiau & Akoka,
2010, 2011; Prat, Megdiche & Akoka, 2012; Prat & Si‐
Said Cherfi, 2003; Si‐Said Cherfi & Prat, 2003)

(Prat, Akoka
& Comyn‐
Wattiau,
2006)

Logical design

(Akoka, Comyn‐Wattiau & Prat, 2001; Akoka & Prat,
1997; Prat & Akoka, 2002; Prat, Akoka & Comyn‐
Wattiau, 2006; Prat, Megdiche & Akoka, 2012)

Physical design

(Prat & Akoka, 2002; Prat, Akoka & Comyn‐Wattiau,
2006)

4.7.2. Perspectives
In future work, we will pursue our research on OLAP and the semantic Web. One of
the objectives is to perform aggregation on linked data, based on the structure of the
underlying multidimensional schema and on aggregation knowledge. Among linked data,
open government data are a specific area of interest for our research. Open data are
currently a major subject for practitioners and researchers, and some of these open data
are represented as linked data.
We will also investigate the topic of big data. Big data (e.g. data captured by
sensors, social Web sites, photos) raise a number of challenges in terms of representation,
storage, querying, analysis… For example, one research issue is the extension of the
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multidimensional metamodel to account for data represented in specific, non‐relational
formats. This is a pressing research issue, as genuinely relational data constitute less than
10% of the big data world (Bizer, Boncz, Brodie & Erling, 2011).
The next chapter concludes this dissertation and provides perspectives for future
research.
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Chapter 5. Conclusion and perspectives
In this chapter, we put our contribution into perspective and look ahead by
sketching a research agenda for the future, based on the recent evolutions of our research
field. Our research pertains to the design of management support systems (MSS). Within
the area of MSS design, we focus on three research topics: traceability and provenance,
KM/KMS, and BI. We start the chapter with a brief overview of the evolution of these
three research topics. We then summarize our accomplishments in the context of the MSS
architecture proposed in Chapter 1, and present a synthesis of our publications and
supervisions by topic. Finally, we look into the future, considering four specific areas: MDA
and agility, goal‐based requirements engineering, the semantic Web, and big and open
data. These areas are not only major concerns for IS researchers and practitioners today,
but also offer the possibility to cross‐fertilize our research accomplished so far in the
topics of traceability/provenance, KM/KMS, and BI.

5.1. Evolution of the research topics
5.1.1. Traceability and provenance
Research on traceability has long been driven by the requirements engineering
community. Today, this topic remains a major issue in requirements engineering. The
advent of MDA also plays a major role in stimulating traceability research (Maté & Trujillo,
2011; Winkler & von Pilgrim, 2010).
The research topic of provenance started gaining momentum in the 2000s, with
major contributions from the database, workflow and e‐science communities. Today, with
the exponential increase of data, information and knowledge available from the Web, the
issue of provenance is more relevant than ever. Concerning data provenance more
specifically, the semantic Web is a major area for research: the semantic Web is the Web
of data, and it is crucial to represent and reason on the provenance of these data, e.g. to
assess their trustworthiness.

5.1.2. Knowledge management and knowledge management systems
The academic interest for KM culminated around the turn of the century.
Admittedly, this topic was then overhyped, in practice as well as in academia. However,
today, there are several signs that KM is a lasting research topic (Dalkir, 2011). In the call
for papers of mainstream IS conferences, KM generally appears among the research
topics. Concerning design‐science oriented conferences more particularly, their call for
papers generally mentions KMS and/or knowledge engineering. Knowledge engineering
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research has made significant progress, accomplished partly by cross‐fertilization with the
discipline of software engineering, as illustrated for example by the SEKE conference.
Today, the distinction between the conceptual, logical, and physical phases is
commonly used in the software engineering community. More particularly, beyond initial
applications to data representation in databases, conceptual modeling is applied to new
areas of software engineering, like metamodeling or method engineering (Henderson‐
Sellers, 2011). The distinction between the conceptual, logical, and physical phases has in
turn been adopted by the knowledge engineering community. Recently, knowledge
engineering methods have been influenced by the MDA approach, and will continue to be.

5.1.3. Business intelligence
Decisional IS have long been a major research issue, with early research dealing
with DSS and EIS. The term “business intelligence”, and the related term “data
warehouse”, emerged around 1990. These topics catalyzed research pertaining to
decisional IS.
BI is undisputedly a major research topic. It is essential to running today’s
businesses and outperforming competitors (Chaudhuri, Dayal & Narasayya, 2011;
Davenport & Harris, 2007). Recent technological developments will provide new
opportunities for innovating with BI (Bashir, 2011). They will also foster BI research. Let us
mention, for example, mobile BI, big data and open data. The amount of data available to
decision makers increases exponentially. These data are available in a variety of formats
and through a variety of devices. This raises new research challenges.
Originally, the design of data warehouses and multidimensional systems was often
tool‐dependent and, in many cases, chaotic. Today, it is taken for granted that a data
warehouse design method should distinguish between conceptual, logical, and physical
design. Similarly to knowledge engineering, the recent developments of data warehouse
design methods are influenced by MDA.

5.2. Our accomplishments
5.2.1. Contribution in the context of the MSS architecture
In this dissertation, we proposed a unified architecture for the design of
management support systems (Figure 3). By itself, this architecture is a contribution,
providing opportunities for cross‐fertilization between topics which have traditionally
followed separate paths (e.g. opportunities of cross‐fertilization between KMS and BI). We
used our unified MSS architecture to present our research contribution, integrating
traceability, provenance, KM/KMS, and BI in a common framework.
As appears in the tables presenting our publications by design phase and by layer
in the MSS architecture (Table 6, Table 8 and Table 11), most of our research contribution
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pertains to the conceptual design phase in the repository layer. This can be explained by
our interest for conceptual design (irrespective of the topic) and the fundamental role of
this phase in the design process; the relative importance of the repository layer
(compared with the application and presentation layers) may be explained by the
structuring role of this layer on other layers.
Beyond conceptual design, our research contribution also extends to logical and
physical design. Our data warehouse design method, which spans all three phases, is a
case in point.
Apart from the repository layer, we have also dedicated some research to the
application and presentation layers. For example, Infauditor (Akoka, Comyn‐Wattiau &
Prat, 1993) is an application for IS auditing.
We may also position our contribution with regards to elements of the repository
layer in the MSS architecture. As mentioned in Chapter 1, the repository is decomposed
into the primary content (data, information or knowledge) and metadata describing this
content. Our research in traceability and provenance pertains to metadata (traces being a
particular case of metadata). As mentioned previously, in BI, data constitute the primary
element of the repository in the MSS architecture; in KMS, knowledge is the primary
element of the repository. Consequently, our BI and KM/KMS research pertain to the data
and knowledge elements in the repository, respectively.
In terms of stakeholders in the MSS architecture, our research has primarily
contributed to the design of MSS, and thus been targeted at designers. However,
concerning the particular case of our provenance research, this research is more
particularly targeted at managers, as we mentioned previously that MSS users (i.e.
managers) are the primary beneficiaries of provenance information.
Finally, regarding MSS scope, most of our research has focused on the design of
systems for an organization (e.g. our data warehouse design method) or a group (e.g. IS
auditors in the case of Infauditor). We point out that the decision support systems
literature insists on adaptation to individual managers. With the advent of data
warehouses and data marts, the focus has moved to the organization and group levels,
respectively. In this context, the issue of personalization in BI systems deserves attention
(Jerbi et al., 2009). We have only started exploring this issue in our research, with user‐
preference aggregation rules in our BI research.

5.2.2. Summary of publications and supervisions
In the table below, we summarize our publications and supervisions by topic.
When a publication or supervision relates to several topics, we attach it to its main topic
to avoid double counting. We indicate the rank of journals and conferences according to
ERA
(Excellence
in
Research
for
Australia).
The
ERA
ranking
(http://www.arc.gov.au/era/era_2010/archive/default.htm) is commonly used. It offers
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the advantage of ranking both journals and conferences, both in IS and computer science.
ERA ranks journals from A* (highest rank) to C and conferences from A to C.
Table 12. Summary of publications and supervisions by topic, with ranks of journals and
conferences according to ERA (Excellence in Research for Australia)
Publications and supervisions

Traceability and
provenance

Knowledge
management and
knowledge
management systems



Book chapters
(Prat, 2000b)
(Zamfiroiu & Prat, 2001)



International conferences (rank A)
AIS 1996 (Prat, 1996)
HICSS 2008 (Prat & Madnick, 2008)



International workshop (rank B)
REFSQ 1997 (Prat, 1997a)



International workshops (others)
MFPE 1997 (Prat, 1997b)
WITS 2007 (Prat & Madnick, 2007)



National conferences
AIM 1999 (Prat, 1999a)
AIM 2006 (Prat & Zacklad, 2006a), also published in a book
with the best papers of the conference (Prat & Zacklad,
2006b)



Working paper
(Prat & Madnick, 2010)



Doctorate thesis
(Prat, 1999b)



Master thesis supervision
1 at 50%



International journal (rank A)
Journal of Computer Information Systems (Prat, 2012)



International journal (rank B)
Expert Systems with Applications (Prat, Akoka & Comyn‐
Wattiau, 2012a)



Book chapter
(Prat, 2006b), new edition in 2011 (pp. 376‐388)



International conferences (rank B)
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ECKM 2001 (Prat, 2001)
ECKM 2002 (Ramsamy‐Prat & Prat, 2002)
SEKE 2011 (Prat, Akoka & Comyn‐Wattiau, 2011)

Business intelligence



International conference (rank C)
ICTTA 2004 (Demigha & Prat, 2004)



International conferences and workshops (others)
ICC 1993 (Akoka, Comyn‐Wattiau & Prat, 1993)
MLinD 2000 (Prat, 2000a)
WWW/Internet 2006 (Ratsimanohatra, Prat & Schader,
2006)
WINSYS 2006 (Thiele et al., 2006), also in selected papers
from the conference (Thiele et al., 2008a)
WINSYS 2007 (Thiele et al., 2007)
ICN 2008 (Thiele et al., 2008b)



National conferences
AIM 2002 (Prat, 2002)
AIM 2010 (Prat, 2010)



Poster in international conference
CAISE 2004 (Comyn‐Wattiau, Akoka & Prat, 2004)



Doctorate thesis supervision
1 at 60%



Master thesis supervisions
1 at 100%
1 at 66%



International journal (rank A*)
Decision Support Systems (Prat, Akoka & Comyn‐Wattiau,
2006)



International journal (rank B)
Data and Knowledge Engineering (Prat, Comyn‐Wattiau &
Akoka, 2011)



National journal (rank C)
Journal of Decision Systems (Akoka & Prat, 1997)



International conferences (rank A)
ER 2001 (Akoka, Comyn‐Wattiau & Prat, 2001)
ECIS 2010 (Prat, Comyn‐Wattiau & Akoka, 2010)



International conferences and workshops (rank B)
RCIS 2012 (Prat, Akoka & Comyn‐Wattiau, 2012b)
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DOLAP 2012 (Prat, Megdiche & Akoka, 2012)


International workshops (others)
DSE 2003 (Prat & Si‐Said Cherfi, 2003)
IWCMQ 2003 (Si‐Said Cherfi & Prat, 2003)



National conference
BDA 2002 (Prat & Akoka, 2002)



Preface of proceedings
DSE 2003 (Lammari, Prat & Si‐Said Cherfi, 2003)



Master thesis supervisions
2 at 66%

5.3. Looking ahead
In this section, we sketch an agenda for further research, considering four research
areas. These are promising research areas, which also offer opportunities for cross‐
fertilizing our research accomplished so for in traceability/provenance, KM/KMS, and BI.
The four areas are not disjoint, and the list is not exhaustive.

5.3.1. MDA and agility
As mentioned above, MDA is strongly influencing current research in MSS design
methods (more specifically, in knowledge engineering and data warehouse design
methods). MDA is also directly related to traceability (more specifically, model
transformations are central to MDA, and these transformations should be traced). With
the advent of MSS design methods based on MDA, traceability in these methods is a
promising research issue. The exploration of this issue is only starting (Maté & Trujillo,
2011).
Along with MDA, agility is currently strongly influencing software engineering
research and practice. We note that to some extent, MDA and agility are antagonistic:
while models are at the very center of MDA, agility gives priority to oral communication
and the rapid delivery of working software (http://agilemanifesto.org/principles.html).
Thus, the right combination between MDA and agility, depending on context, is an open
research issue. Concerning MSS design methods more specifically, the incorporation of
agility into these methods and its combination with MDA requires further investigation,
e.g. in the domain of knowledge engineering.

5.3.2. Goal‐based requirements engineering
Requirements engineering researchers often advocate a goal‐based approach, e.g.
(Rolland, 2007). This goal‐based approach may also apply to the engineering of MSS. For
example, it may be used for the development of data warehouses (Giorgini, Rizzi &
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Garzetti, 2008; Maté, Trujillo & Franch, 2011). We believe that our work on goal
formalization and classification has the potential to apply to goal‐based engineering of
MSS. More specifically, measures in a data warehouse may be derived from the
formalization and classification of organizational goals.

5.3.3. Semantic Web
The semantic Web raises new research issues for IS academics (Davis et al., 2010).
As mentioned above, we have started to explore this issue in our provenance and our BI
research. We will pursue this work. Concerning BI more particularly, several questions
remain open concerning the aggregation of semantic Web data, viewed as OLAP (i.e.
multidimensional) data. The semantic Web is related with the current move towards open
data: although open data are often represented in standard formats like Excel, some are
made available on the semantic Web, as RDF data sets.

5.3.4. Big data and open data
Big data and open data draw growing interest from researchers and practitioners.
Big data raise a number of research issues for BI, as mentioned above. As pointed
out by (Bizer et al., 2011), even though some of these research issues are technical (how
to efficiently manage data of unprecedented scale), the key issue is semantics (how to find
and meaningfully combine relevant information). In BI, this issue of semantics concerns,
more particularly, the ETL process. We will investigate the use of ontologies to adapt the
ETL process to the new semantic challenges posed by big data. Even though we have
started applying ontologies (and, more particularly, OWL‐DL) in our BI research, we have
not investigated yet applications to the ETL process. In (Skoutas & Simitsis, 2006), OWL‐DL
was applied to the ETL process, but this was not in the context of big data. Another issue
that we plan to explore is the issue of determining the schema for “schema‐less” big data.
This type of big data is not uncommon (Bizer et al., 2011). The absence of schema raises
difficulties for the ETL process, which needs schema‐level information. We will investigate
the use of machine learning techniques, in combination with ontologies, to find schema
information for schema‐less big data. Beyond the ETL process, we will also explore the
issue of adapting multidimensional modeling to the new formats encountered in the big
data world (as mentioned above, only a small portion of these data are in relational
format).
Open data, by their very nature, make the issue of provenance and data
trustworthiness crucial. Open data (and, more specifically, those available on the semantic
Web) are also a promising area of investigation for our BI research.
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