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Abstract: Relational Data Base Management Systems (RDBMS) are currently the most popular database systems. The relational model of data is a simple and powerful model for representing real world applications. However, it lacks the expressiveness present in conceptual models. Unlike the latter, the relational model does not make an extensive use of the generalization abstraction. Therefore, it does not allow the designer to represent directly a large variety of integrity constraints. Moreover, inclusion dependencies formalizing inter-relational constraints, can not directly be represented in the relational model, due to the fact that the relation is its unique building structure. Finally, relational databases lack concepts that allow the designer to represent inheritances in a natural way.

A number of approaches have been proposed to extract from relational databases specialization/generalization links. In this paper we make a comparative study of six representative previous approaches which provide methods to reverse-engineer the inheritance links hidden in a relational database. We then present a new improved and more general method combining heuristic and algorithmic techniques, allowing us to go beyond the limits of previous approaches. A common example is used to illustrate and compare all the approaches. A set of criteria is proposed to facilitate this comparison.
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1 Introduction

The concept of generalization/specialization has been introduced by Smith and Smith [35] in their semantic hierarchy model. It has been incorporated in the Entity-Relationship model by Scheuermann et al [32], Navathe and Cheng [26] and Sakai [31]. Basically, an entity-type E may be considered as a generalization of the entity-type E1, E2, …, En if every instance of E is also an instance of one of the entity-types E1, E2, …, En. In this case, the latter form specializations of E, where each specialization is distinguished by the value of an attribute or attributes. Specialized entities inherit the properties of more general entities. The basic idea of inheritance is that new entities may be defined in a database schema as specializations of previously defined entities. The fundamental advantage of inheritance is that it facilitates extensions and modifications to the database schema. It also allows the designer to integrate different user views of the database. It provides the designer with a semantically sound mechanism for representing Is-A hierarchies which involves any number of specializations. There are semantic differences in the way that Is-A hierarchies are represented by conceptual models and the way that such hierarchies are represented in the relational model. Let us consider a database which maintains details of various types of persons (students, clerks, professors, etc.) in a university. We choose to define a PERSON as a generalization of STUDENT (Fig. 1). In the EER model, inheritance represents the IS-A relationship : “every student is a person”. If we say that every student is a person then every attribute applicable to instances of type PERSON is inherently applicable to instances of type STUDENT. The relational model provides no mechanism for incorporating such semantic information. In the relational database, the corresponding schema will be as follows :

PERSON (SSN, Name, Age)

STUDENT (SSN, Name, Age, Department, Degree)

The table PERSON contains all the persons except students, to avoid pure redundancy.
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Fig. 1. Conceptual model

More generally, relational databases lack concepts that allow a natural representation of inheritances. As a consequence, designers have to resort to different strategies such as representing only specializations, introducing null values, defining inclusion constraints and views, etc.. Discovering these concealed semantic links is a task assigned to any relational database reverse engineering process. The latter requires an understanding of the underlying concepts of existence and inclusion constraints. 

Existence constraints represent constraints on null values. We can differentiate four types of existence constraints : non-null constraints, mutual, exclusive and conditional existence constraints. A non-null constraint expresses the fact that an attribute subset of the relation attributes set does not contain null values [3]. In this case, the attributes of this subset are said to be mandatory. A mutual existence constraint
 defined between two attributes x and y of a relation, denoted x
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y, describes the simultaneous presence or absence of x and y in the relation tuples. In other words, any tuple where x is null, y is also null and vice versa. An exclusive existence constraint1 defined between two attributes x and y of a relation, denoted x
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y, translates the non-coexistence of x and y in the relation tuples. In other words, any tuple where x is not null, y is null and vice versa. Finally, a conditional existence constraint1 defined between two attributes x and y of a relation, denoted x(y, captures the fact that any tuple where x is not null, y is also not null. The opposite is not always true. We read this constraint « x requires y ». When x requires y and y requires x then x and y are related by a mutual existence constraint. 

An inclusion constraint is defined between two relations. Intuitively, it describes the inclusion of the extension of some columns of the first relation into the extension of some columns of the other one. When the key of each relation participates in the constraint then it expresses the fact that the second relation describes some entities concealed in the first one. Moreover, when the two relations share entities we say that there is an intersection constraint between them. 

In order to extract the generalization/specialization hierarchies hidden in a relational model, a reverse engineering approach is required, allowing us to elicit suspected existence and inclusion constraints. To achieve partially or totally such a goal, many algorithms have been proposed [8, 6, 7, 13, 12, 30, 18, 36, 37]. While they share a number of features in common, only six algorithms adopt an original approach in eliciting the generalization/specialization hierarchies.

Chiang et al. [8] describe a methodology for extracting an Extended Entity-Relationship model from a relational database. Castellanos et al [6, 7] propose a semi-automatic mapping process that transforms a relational database into an object-oriented schema. The core of these two approaches is the analysis of inclusion constraints. Ramanathan and Hodges [30] present a procedure mapping a relational schema that is at least in 2NF into an object-oriented schema by taking into consideration various types of relational database design optimizations. The authors present three forms of relational structures that may indicate an inheritance relationship. Fong [12] describes a method converting relational to object-oriented databases. The methodology preserves the constraints of the relational database by mapping the equivalent data dependencies. A specific Is-A relationship mapping rule is presented. Hainaut et al [18] present reversible transformations that cope directly with Is-A relationships. Three different techniques are presented : Is-A materialization, upward inheritance and downward inheritance. Finally, Tari et al [36, 37] propose a transformation process of a relational database into an object-oriented schema. Their approach is essentially based on the analysis of the data. 

The aim of this paper is to make a comparative study of these six algorithms and then to present a new improved method combining heuristic and algorithmic approaches. A common example is used to illustrate and compare all the approaches. A set of criteria is proposed to facilitate this comparison.
The remainder of this paper is organized as follows. In the next section we discuss the related works. We first present the six algorithms mentioned above. Section 3 describes our new approach. Section 4 applies all the approaches to the same example. Section 5 defines comparison criteria and evaluates the different approaches using these criteria. Finally, we conclude in Section 6 and present some directions for further work.

2 State of the art

Prior research in reverse engineering can be split into three main generations. The first generation proposed reverse engineering methods for conventional files, mainly Cobol-type files [15, 25, 39, 17]. The second generation focuses on transformation of navigational database schemas (hierarchical and Codasyl-type) [4, 13, 23, 16]. The third generation, devoted mainly to relational and object databases, can be split into three main streams. One that formalizes the reverse engineering process using algorithms. Many algorithms have been proposed to realize the conversion of a relational schema into a conceptual schema using the Entity-Relationship model [16, 9, 28]. A second stream performs a heuristic reverse process [2, 34, 29, 19, 38, 24, 30]. The third stream is concerned the transformation of relational databases into object-oriented ones [12, 1, 8, 10]. 

Some of these reverse engineering approaches propose techniques to discover generalization/specialization hierarchies. To the best of our knowledge, only six techniques adopt an original approach in eliciting the generalization/specialization hierarchies [8, 6, 30, 12, 18, 36]. 

2.1 Chiang’s approach

Chiang [8, 9] proposes a methodology to transform a relational database into an Extended Entity-Relationship model. This methodology consists of four steps : 

· a decomposition or normalization step which generates, starting from the initial database, a 3NF relational database,

· a classification step which allows us to categorize the relations and the entities, 

· a generation step which supplies key-based inclusion constraints and candidate keys,

· an identification step that uses the results of the two previous steps in order to identify the EER structures. 

Chiang’s methodology uses not only the schema description of the database but also the data. The latter is exploited to identify candidate keys, extract key-based inclusion constraints, and verify proposed inclusion constraints (those between non-key attributes). This methodology assumes that the names of the relation keys are consistent. In other words, two keys having the same domains share necessarily the same names. It also supposes that the data are exhaustive. It is applied only if all the primary keys are specified. In other cases the designer is required to specify them.

Chiang’s methodology supplies four heuristics suggesting inclusion constraints, validating them and deleting redundant ones. It also proposes some rules for the identification of EER structures. As an example, let us mention those concerned with IS_A links :

Rule 1: If two relations R1 and R2 representing strong entity types have the same key K1 and if R2[K1] ( R1[K1] then the entity representing R2 is linked to the entity representing the relation R1 by an IS-A relationship. 

Rule 2: If a relation R1 has a foreign key referencing a key of a relation R2 and if this foreign key is also a candidate key of R1 then the entity representing R2 is linked to the entity representing the relation R1 by an IS-A relationship.

Rule 3: if a generic entity type has more than one specific entity type and 

            if every occurrence of the generic entity appears in at least one of the specific entity types and 

            if there is a non-overlapping partition of the generic entity type 

            then the process considers that there is a generalization hierarchy. 

This last rule is compatible with the definition of an inheritance hierarchy in an object-oriented context. 

2.2 Fong’s approach

Fong [12] describes a methodology for integrating schema translation and data conversion. According to the author, schema translation involves the mapping of relational schema into object-oriented schema. This mapping is based on a one-to-one correspondence between relations and class objects. It involves the application of the following rules : 

Rule 1: mandatory mapping which turns relations into class objects, 

Rule 2 : mapping which takes the value determined relationship of the relational model and maps them into association attributes in the object-oriented model, 

Rule 3, related to the Is_A relationship elicitation :

This latter requires the existence of an inclusion constraint between the primary keys of the two relations. Therefore, if K1 and K2 are the primary keys of respectively relations R1 and R2 and if there is an inclusion constraint R1(K1) ( R2(K2), then R1 is a subclass of R2. The authors make the hypothesis that K1 and K2 have the same names. They don’t consider primary keys which are synonymous.

2.3 Ramanathan’s approach

Ramanathan [30] proposes a schema mapping procedure allowing the authors to extract object-oriented structures from existing relational databases. The procedure takes into consideration relations that are at least in second normal form (2NF).  It requires the knowledge of primary keys and foreign keys. It assumes that there are no homonyms in the schema. Finally, two attributes are considered to be synonymous if they have the same domains. The mapping procedure involves three steps. In the first step, object classes are identified. This process is similar to the normalization process except that the original schema is not changed. In the second step, associations are identified. Every relation whose primary key is entirely composed of foreign keys is a class that represents an association between all the classes corresponding to the class-relations that the foreign keys refer to. Similarly, for every class-relation that is not an association class, establish an association relationship between the corresponding class and the class corresponding to each non-key foreign key. The last step concerns Is_A relationship identification. The authors consider three cases of relational structures that may indicate inheritance relationship :

In the first case, the relation in the schema involves one relation for the superclass and one relation for each sub-class. In other words, if two relations R1 and R2 have the same keys and if the key of R1 references the key of R2, then the class associated with R1 is a sub-class of the class associated with R2. 

In the second case, inheritance relationship may be embedded in a single class relation. One restriction for this case is that it can identify inheritance hierarchies that are only one level deep. The authors propose to perform an exploration of the data describing a relation and  to create partitions. A partition represents a sub-set of instances which verifies the following rule : X= Vi ( Yj = null. 

In the third case, each subclass is represented by a single relation with no relation corresponding to the superclass. It mainly consists of factoring relations having the same primary keys and not having homonymous attributes. 

The last step concerns aggregation identification. 

2.4 Castellanos’ approach

Castellanos [6, 7] proposes a semi-automatic mapping of a relational database into an object-oriented schema. It uses the DDL specifications and the data. The target schema is described using BLOOM (BarceLona Object Oriented Model) notation. This latter distinguishes :

- four types of Is_A inheritance links : a complementary specialization or an inheritance link where the generalization is non-instanciable and the specializations are not disjoint, a disjoint specialization or an inheritance link where the generalization is instanciable and the specializations are disjoint, an alternative specialization or an inheritance link where the generalization is non-instanciable and the specialization are disjoint, a general specialization or an inheritance link without restriction. 

- three kinds of aggregations : the simple aggregation (which corresponds to the [1..1 1..1] association link of UML), the collection aggregation ([1..1 1..*] association link of UML) and the composition aggregation (association class in UML). 

The process is decomposed into two phases : a knowledge acquisition phase and a conversion phase. The knowledge acquisition phase consists of extracting candidate keys, functional dependencies, inclusion constraints, exclusive
 and complementary2 dependencies. The keys are classified with the designer help into two kinds : proper and extraneous keys. A proper key is a key that really plays a role of identifier of the entity type represented by its relation. Otherwise, it is classified as extraneous. The complementary and exclusion constraints are used to precise the type of a derived inheritance link. 

The conversion phase detects missing entities using some inclusion constraints and the type of keys (proper or extraneous) and identifies the two semantic abstractions : the generalization and the aggregation abstraction. 

The mapping of the relational database into the object-oriented schema is performed using four main rules :

 - Rule 1: Every relation is mapped to a class

- Rule 2: Every attribute of a relation is transformed into an attribute of the associated class

- Rule 3: Every inclusion constraint of the type R1(K1)(R2(K2) with K1 and K2 being the primary keys of R1 et R2, leads to an inheritance link from R1 class to R2 class. The type of inheritance link is defined by taking into account the exclusion and complementary dependencies. 

- Rule 4: All the other constraint types are defined as aggregation links. Using the type of the constraint, the process defines the type of aggregation. For example, if two relations R1 and R2 are linked by the inclusion constraint R1(X)(R2(K2) where X is a non-key attribute of R1 and K2 a proper key of R2, then the two classes associated to the two relations will be linked by a simple aggregation.

2.5 Hainaut’s approach

The authors [18] propose three techniques to derive Is_A inheritances from an EER schema. The first technique consists of organizing several entities E1, …, En  having in common attributes into an inheritance hierarchy. The common attributes are associated with the generalization. In the case where the generalization is not one of the original entities, a totality and disjunction constraint is associated with the inheritance link. The second technique exploits the existence constraints between attributes belonging to the same entity (mutual and exclusive existence constraints). The attributes that participate to the same mutual constraint are grouped into a unique specializations. The attributes that participate to the same exclusive constraint are dispatched in different specialization. The remaining attributes are grouped in the generalization. A totality and disjunction constraint is associated with the derived inheritance. The last technique for eliciting inheritances is concerned with the case where several entities E1..En are one-to one associated to the same entity. Each entity Ei is associated with E by means of an association. In this case, the authors create an inheritance hierarchy where E is a generalization and each Ei is a specialization of E. 

2.6 Tari’s approach

Tari [36, 37] proposed a reengineering process from a relational database to an object oriented schema. This process is based on key and data correlation. It also exploits the relational schema. It is applied only to 3NF relations. It consists of two steps : a classification and a generation step. The first one categorizes the different relations composing the database. Three types of relations are considered : base relations (relations without foreign keys), dependent relations (relations whose keys are composed of a foreign key), and composite relations (relations whose keys are composed of several foreign keys). The second step of the process takes into account the results of the first one and data correlation in order to derive OO structures. The particularity of this process is that it derives simultaneously aggregation and IS_A links. A sample of rules is given below :

· Rule 1: Let R1 and R2 be two relations such that R2 foreign key is not R1 primary key and the columns values of R2 foreign key are in overlapping
 with columns values of R1 primary key (i.e. there is an intersection constraint between the two relations), then the process creates a class which is a subclass of R2. The process also creates an aggregation link between this subclass and the class representing R1. 

· Rule 2: This rule is concerned with the case where the foreign key is also a primary key of the second relation and the columns values of the foreign keys are also included in the columns values of the primary key of the first relation. In this case, the class representing the second relation is a subclass of the class representing the first relation. 

· Rule 3: This rule is concerned with the case where the foreign key is also a primary key of the second relation and the column values of the foreign keys are also overlapping with the columns of the primary key of the first relation. In this case, a multiple inheritance is created : a new class inherits from each class representing the two relations R1 and R2. 

In this section, we have described the more significant reverse engineering approaches addressing specifically the issue of generalization hierarchy elicitation. Although the description of each approach is rather sketchy, nevertheless we have concentrated on the main rules leading to the Is-A hierarchies. In the next section, we describe our approach of reverse engineering for extracting generalization/specialization hierarchies from relational databases.

3 OUR APPROACH

Our approach is embedded in a reverse engineering method called MeRCI, a French acronym for Intelligent Reverse Engineering Method (Méthode de RétroConception Intelligente). MeRCI aims at the transformation of a relational database physical and logical schemas into a conceptual schema, starting mainly from the source codes of the application (DDL and DML) and if necessary by exploring the data. The study of the physical schema and its associated SQL programs allows us to identify relevant information translated into a knowledge fact base using the reverse engineering rule base. This intelligent translation process leads to a conceptual schema. Based on an expert system, it proposes alternative solutions to be validated at the end of each reverse engineering phase by the database designer. Before briefly describing the method, let us stress the two following considerations :

-
The aim of this section is not to describe in a detailed way the different steps of MeRCI. Readers interested by the method are referred to [40].

-
The objective of this section is to describe in some details the generalization/specialization elicitation taking place within the conceptualization phase of the reverse engineering process.

MeRCI is a reverse engineering method based on the life-cycle database system development model involving four stages. It reverses the order of the stages of the life-cycle model. The main steps of MeRCI are :

a) Extraction of the physical schema.


The aim of this step is to obtain a complete and detailed description of the physical schema. This result can be achieved by using the data dictionary, the DDL, the views, the sub-schemas and even by analyzing the content of users outputs or input screens. 

    b) De-optimization of the physical schema

Starting from the physical schema obtained at the end of the preceding step, we apply a set of physical reverse engineering rules to de-optimize the physical schema [10]. In order to detect potential optimization operations which would have transformed the logical schema, we successively examine the DDL specifications, the DML specifications and data. Finally a restructured logical schema is presented to the designer in order to validate the transformations.

c) Conceptualization of the logical schema


The extraction of the generalization/specialization hierarchies takes place at this stage. The entity, relationship, cardinality, and generalization identification process is performed :

-
using all the information extracted from the de-optimized physical schema,

-
examining the embedded SQL source code to determine identifiers (primary keys, unique columns, unique index and possible candidate keys),

-
searching for synonyms, homonyms, foreign keys,

-
looking for referential integrity constraints,

-
identifying multi-valued attributes and decode tables,

-
detecting generalization / specialization links.


This step seeks information in DDL and DML specifications and by scanning data. Since this process represents the major contribution of this paper, and since it plays a central role in our method, it is described in more details in Section 3.1.

d) Semantic description


Starting from the conceptual schema obtained by applying the step described above and using some hypotheses formulated on the conceptual meaning of the entities, relationships and generalizations obtained, we characterize the data objects of the universe of discourse. 


A detailed description of MeRCI phases can be found in [40]. As we stated before, only the conceptualization phase centered on the issue of generalization/specialization hierarchy elicitation, is described and applied in the next section.

3.1 Eliciting generalization/specialization hierarchy

Our approach combines heuristic [41] and algorithmic techniques [42] providing a method to reverse engineer the generalization/specialization links hidden in a relational database [43]. Heuristic rules combine the exploration of three sources : DDL specifications, DML specifications and data to provide information, such as inclusion links and existence constraints. This information is then used by the algorithm to derive automatically the inheritance links. Heuristics are also provided to detect the semantics of null values and default values (when used for null values). The whole process is inserted into the MeRCI reverse engineering framework. Figure 2 shows the integration of the combined approach in the whole MeRCI process. 
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Fig. 2 - Integration of the approach into MeRCI

The reverse engineering of generalization/specialization links is precisely applied after the de-optimization and before the conceptualization phases. This means that the relations obtained after de-optimization are, if necessary, decomposed, data of the decomposed relations are dispatched into the sub-relations and referential constraints are redefined. 

Our combined approach encompasses two steps. The first one reverse engineer existence constraints and the second one reverse engineer generalization/specialization hierarchies. 

3.1.1 Step 1 : Reverse engineering of existence constraints

Since existence constraints can be clearly expressed in the DDL specification or deduced by analyzing the way that null values are distributed in the relations tuples, their reverse engineering can not be realized by exploring only one information source. Moreover, DDL specification and data can not only be incomplete but also erroneous. We must also take into account the fact that:

· existence constraints are based on null values expressing the missing of value for inapplicability 

·  a null value can also express the temporary absence and

· a null value can be represented by a default value. 

So the interpretation of null values must precede the reverse engineering of existence constraints. This justifies our approach for discovering existence constraints. It is composed of three phases (see Figure 3). 
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Fig. 3 - Reverse engineering of existence constraints

First we exploit and analyze all the sources in order to suspect null values and default values expressing the absence for inapplicability. We use for this purpose some heuristics summarized in the decision table of Figure 4. 
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Fig 4 - Detection of null values and their semantics

The rules 1 and 2 detect null values in the DDL specifications, the rules 3 and 4 concern the data analysis and the other rules concern the DML specification analysis. For example, if a default value is declared for a column C of the schema of the database (rule 2) and if this value exist in the data (rule 4) then we can suspect the fact that this default value represents a null value. If the relation containing C is never updated and if any insertion in the relation is done either without a value for C or with a non null value for C then we confirm our hypothesis which assumes that the default value for C expresses the missing for inapplicability.  

We take profit from this phase to also suspect existence constraints by applying heuristics. Some of them are described through the decision table of Figure 5. 

[image: image7.wmf]RULES

10

11

12

13

14

15

16

17

18

19

20

21

SUSPECTED CONCEPTS

Column A <---> Column B

X

Column A <--/--> Column B

X

Column A ----> Column B

X

Column A is mandatory

X

A not null value is affected to Column A at any insertion

X

A not null value is affected to Column A at any modification

X

Column A = null <==> Column B = null at any insertion

X

Column A = null <==> Column B = null at any modification

X

Column A = null <==> Column B not null at any insertion

X

Column A = null <==> Column B not null at any modification

X

Column A not null ==> Column B not null at any insertion

X

Column A not null ==> Column B not null at any modification

X

mutual existence constraint

X

X

X

Exclusive existence constraint

X

X

X

conditional existence constraint

X

X

X

non-null constraint

X

X

X

C

O

N

D

I

T

I

O

N

S

A

C

T

I

O

N

S


Fig 7 - Rules for suspecting existence constraints

Rules 10 to 13 detect existence constraints from the DDL specification. Rules 14 to 21 analyze the DML specification. For instance, if a mutual existence constraint A
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B is declared in the DDL (rule 10) and if at any insertion or update of the concerned relation a null value (or a not null value) is attributed simultaneously to A and B (rules 16 and 17) then a mutual existence constraint between A and B is suspected. 

The second phase (see Figure 3) extracts automatically existence constraints from a representative set of data where only null values expressing the absence for inapplicability appear. This set is constructed from the initial set of data according to the different semantics of null values. These semantics has been deduced from the last phase. This phase is applied for each relation. First are identified all types of tuples encountered in the set of the relation tuples in term of absence and presence of values for its attributes. Second, a Boolean function representing these types of tuples is determined. This function is in a disjunctive form. Its transformation in a conjunctive form allows to determine the existence constraints described by the data. This algorithmic approach has been detailed in [42]. 

The sets of constraints (one set per relation) obtained from the data is then confronted at those obtained from the heuristic phase. This confrontation is necessary because it may compensate for lack of representativeness or exhaustiveness of the existent sources. Many inconsistency cases may appear: 

1. The case where a suspected constraint via the analysis of specifications is inconsistent with the one extracted from data and vice versa. This case regroups three situations :

· the case where a constraint of the type X
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Y (X and Y are attributes of a relation) is suspected after exploration and analysis of specifications whereas X
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Y is suspected by extraction (or vice versa)

· the case where a constraint of the type X
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Y (X and Y are attributes of a relation) is suspected after exploration and analysis of specifications whereas X
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Y is suspected by extraction (or vice versa)

· the case where a constraint of the type X
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Y (X and Y are attributes of a relation) is suspected after exploration and analysis of specifications whereas X
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Y is suspected by extraction (or vice versa)

2. The case where a suspected constraint via the analysis of specifications is not in the set of extracted constraints or vice versa. 

The prototype in progress proposes two conflict solving mode. The first one is automatic. It consists on defining reliability factors associated to each source of information. Then, the constraint issued from the most reliable source is retained. The second conflict solving mode is semi automatic. It requires the participation of the reverse engineer for every encountered inconsistency. 

3.1.2 Step 2 : Reverse engineering of generalization / specialization hierarchies

The reverse engineering of generalization / specialization hierarchies is an algorithmic step. It uses the result of the precedent step and some information provided from MeRCI. In fact, the derivation of IS_A hierarchies is applied for each set of relations related by inclusion or intersection constraints. These constraints are also suspected in MeRCI. Moreover, in order to apply a suitable derivation, it is necessary to supply the process with semantic links that exist between attributes names of related relations (synonym names, homonym names). MeRCI also suspect this sort of information. 
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Fig. 6 - Reverse engineering of IS_A hierarchies

The reverse engineering of hierarchies encompasses two phases (see Figure 6). The first phase is a merging process. It consists on determining both the structure and the extension of relations representing each set of related relations. A structure of a merging relation is deduced by taking into account the semantic links between the attributes of relations linked by inclusion or intersection constraints. Before computing its extension the tuples of each relation must be adapted in order to take into account the set of confirmed existence constraints. In some cases fictive tuples are introduced. The second phase of the process is the decomposition of each merged relation into an IS_A hierarchy. For each merged relation we automatically extract its set of existence constraints. This latter is used to automatically split the merged relation into an IS_A hierarchy. Intuitively, are first deduced, by taking into account the mutual existence constraints, the set of coexisting attributes. Then by means of exclusive existence constraints are calculated the sets of attributes that may coexist. Finally the process select from these sets those that are compatible with the conditioned existence constraints. The sets of selected attributes describe structures of entities embedded in the merged relation. These structures are then organized into an inclusion graph. The inversion of the arcs of the resulting graph leads to an IS_A hierarchy. This splitting approach is formally described and detailed in [21]. 

3.1.3 Remark

Even if a relation doesn’t contain null values, it can be decomposed. Indeed, for the application requirements, we can specify views or programs to manipulate hidden entities. The latter are selected (in the views or programs) according to a value taken by an attribute of a relation. It is interesting in this case to represent these entities in the conceptual model. The relation having a column with few different values can in this case be modified by applying the following transformation rule:

Let R(
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Begin 

For every tuple T of R Do

Insert in R’ the tuple: T’ = (…, T(
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4 Comparison of the approaches

The objective of this section is to draw a synthetic picture of the different approaches presented above. This comparison is limited to the specific aspects of extracting inheritance hierarchies from relational databases. To satisfy this objective, we have addressed a list of comparison criteria organized into three dimensions: the sources of information, the delivered results and the process deriving inheritance hierarchies. The section is organized into three parts. Each one addresses one dimension by presenting its associated comparison criteria set and a comparison grid. The comparison results represent our understanding of the different papers describing the reverse engineering approaches.

4.1 Sources of information

All the approaches assume that the information contained in the underlying database can be incomplete, erroneous and not necessarily documented. There is also a consensus on the fact that legacy systems had some restriction such as the impossibility to define null values, etc.. To compare the reverse engineering approaches, we describe below two criteria related to the sources of information.

4.1.1 Variety of information sources

Using different and multiple sources of information allow the reverse engineer to deal with the problem of bad quality data. According to this criterion, a method that exploits different sources is more judicious. These sources could be the DDL specifications, the DML queries and programs, the database extension, the knowledgeable persons (designers, users, experts, etc.) or a combination of these sources. It is clear that the variety of the sources used impacts positively the quality of the results obtained. 
In the approach proposed in [12], only the DDL information is used. Other approaches such as those presented in [30, 8, 36, 37, 6, 7] use both the DDL and the data. Hainaut’s approach exploits also the programs associated with the database. MeRCI approach combines the analysis of DDL, DML specifications and data.

4.1.2 Data semantics

One of the problems a reverse engineering method has to solve is the deduction of the data semantics related to legacy databases. Since the relational model lacks concepts expressing a natural representation of real world semantics, the designers have to resort to different strategies such as null values introduction, inclusion constraints and views definition etc.. The reverse engineering process must discover these concealed semantics by tacking into account the interpretation of these data. This task can be performed through the interpretation of constraints (inclusion, existence, non-null constraints, primary and foreign keys etc.), values (default values, null values, etc.), attributes names (homonyms and synonyms). 

Most of the approaches summarized in this paper exploit mainly the inclusion constraints to deduce inheritance hierarchies. However, our experience proves that this is far to be sufficient. For instance, there is an assumption frequently encountered concerning the semantics of null values. The approaches assume that a null value is always represented by “null”. However in legacy databases, a null value is sometimes expressed through default values. In addition, a null value can be interpreted as either inapplicability or temporary absence of a value. Consequently, the non exploration of the data and/or an incomplete analysis of database semantics can lead to erroneous, incomplete or unstable inheritance hierarchies. Except MeRCI, no other approach distinguishes between the different representations and semantics of null values. Finally, the problem of synonymous attributes names is correctly tackled by most approaches.

The detailed comparison of the approaches based on source variety and data semantics is given below (Fig. 4).

Criterion                                (
Reverse engineering approach (
Variety of exploited sources
Data semantics

Ramanathan et al.
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

Fong
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

Hainaut et al.
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                            (1) (
null values and default values                   ( candidate keys                                           (
other constraints                                        (

Chiang et al.
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

Castellanos et al.
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

Tari et al.
DDL                                                     (
DML and programs                             (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

MeRCI
DDL                                                     (
DML and programs (2)                         (
Data                                                     (
Other sources                                       (
synonyms and homonyms                         (
foreign key and inclusion dependencies   (
intersection dependencies                          (
existence constraints                                  (
null values and default values                   (
candidate keys                                           (
other constraints                                        (

Fig. 4. Comparison of information sources

(1) only mutual and exclusive existence constraints

(2) only DML queries for the moment

4.2 The delivered results

4.2.1 Nature of the derived inheritance

To derive inheritance, reverse engineering approaches resort to several techniques. Depending on these techniques they generate or not IS-A inheritances that are:

· intra-relations or inter-relations,

· simple or multiple.

The power of a derivation technique can be measured by taking into account these two aspects. Factorization techniques, for example, can not derive inheritances concealed in relations but they can elicit multiple and simple inheritances between relations. However, our experience illustrates that using the factorization technique is not always semantically rich. It consists of creating a new entity-type or class grouping attributes common to several classes or entity-types, that can sometimes lead to an implementation inheritance link – see [22] for more details. Techniques based on inclusion constraints can derive simple or multiple inheritances within and between relations. Techniques based on intersection constraints can also elicit multiple inheritances. However, none of the approaches derives multiple inheritances within relations. The utility of multiple inheritance is still an open question and it depends on the semantics associated with this inheritance, on the existence of an OODBMS able to manage such an inheritance and on the readability of the derived schemas. This does not mean that deriving such an inheritance is to be proscribed. It simply expresses the necessity of adapting the reverse engineering process to the specific needs of each reverse engineering project.

4.2.2 Depth of the inheritance hierarchies

Another impact of the techniques used to derive inheritance hierarchies is the depth of the obtained hierarchies. Most of the approaches studied in the paper derive only one level of IS-A inheritance. Our experience proves that, in order to derive more than one level of inheritance, it is necessary to explore existence constraints relating attributes of different relations or of the same relation. In [30], and [37], the authors derive several levels of hierarchies only by using the factorization technique that sometimes leads, as explained before, to irrelevant inheritance hierarchies.

4.2.3 Complexity of derived schemas

The combination of both deep hierarchies and multiple inheritance may lead to complex and unreadable schemas. However, taken alone, the complexity does not constitute a relevant comparison criterion. For example, if the reverse of a relational database is done for schema integration, the reverse engineering method should exhibit all possible IS-A links to facilitate the comparison of entities. Otherwise, if the goal is to migrate to another system for example, it is not always interesting to elicit all IS-A links being simple or multiple. Consequently, a reverse engineering method must not restrict its outputs to one level of hierarchies or to one type of inheritance but should be able to satisfy different designer requirements. All the methods presented in this paper do not cover this aspect. MeRCI proposes two mechanisms. The first one allows the extraction of all possible inheritances and the second helps the designer in the reorganization of the obtained schema. The second mechanism offers a high level of automation.

Criterion                                (
Reverse engineering approach (
Nature of derived inheritance
Depth of derived

inheritance hierarchy
Complexity of the

derived hierarchy

Ramanathan et al
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

Fong et al.
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

Hainaut et al.
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

Chiang et al
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

Castellanos et al
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

Tari et al
Simple                                    (
multiple                                  (
between relations                    (
within relations                       (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex      (

MeRCI
Simple                                    (
multiple                                  (
between relations                    (
within relations         (2)         (
IS-A inheritance                      ( 

Implementation inheritance    (
One level hierarchy      (
Multi-level hierarchy   (
Possibly complex  (3)  (

 (2) our approach is original for this aspect. It derives multiple and simple inheritances within relations that are not derived by any approaches because it uses all types of existence constraints. 

(3) but it provides a re-organizing mechanism that merge entities. 

4.3 Hierarchies retrieval process

4.3.1 Database prerequisites

Reverse engineering approaches generally impose prerequisites that are less or more strong on the database to reverse engineer. It is evident that the strongest the prerequisites are the more restricted is the scope of cases in which the approach can be applied. However, imposing strong requirements simplifies the reverse engineering process. These requirements include for example the existence of clearly defined keys [8], a 1NF schema [8], a 2NF [30] or even a 3NF [12], a consistent naming of attributes [8] etc.. To be efficient, a reverse engineering approach has to find a right balance between the scope of databases to deal with and the strictness of the requirements.

4.3.2 Automation of the process

The degree of automation in the reverse engineering process is not an easy problem to solve. On the one hand, databases are characterized by a huge amount of data. It is thus infeasible to imagine a manual reverse engineering process able to analyze and extract the desired semantic knowledge from this data. On the other hand, data could be inconsistent, incomplete and no documented. In addition, if we want a reverse engineering process to be efficient, it should rely on diverse criteria such as the quality of the input data, the degree of the reverse engineer expertise or other semantic information not directly accessible from the input data. To facilitate its comprehension and exploitation, it should be possible to include human input and expertise in the decision making. Consequently, there is a tradeoff between what can be automated and what should or must be left to humans. 

4.3.3 Existence of a detailed process

A reverse engineering method should propose a precise and detailed process describing when to apply the proposed rules and techniques. The review of literature leads us to the observation that the authors generally present sets of rules and techniques (especially for the inheritance extraction phase) without a global reverse engineering process and do not seriously consider the problems that can result from the absence of a detailed process. However, our experience proves that applying arbitrarily the different rules may produce incomplete and even irrelevant hierarchies. For example, let’s consider the two following relations:

Person (Person_Id, Name, Surname, Address, Maiden_name, Phone number)

Married_woman(Person_Id, Name, Surname, Address, Maiden_name)

In the set of instances associated to the relation Person, the attribute Maiden_name contains null values expressing both the absence for inapplicability and the temporary absence. In the relation Maried_woman the null value associated to the same attribute expresses only a temporary absence.

By taking into account first the inclusion constraint “Married_woman(Person_Id) ( Person (Person_Id)”, we define an IS-A link from the entity representing Married_woman to the entity representing Person. And in this case we will not apply the factorization technique. 

Let’s now reverse the precedent process and apply first the factorization technique. This will lead to an erroneous hierarchy since we may define an IS-A link from the entity representing Person to the entity Married_woman. This link is an implementation inheritance. 

4.3.4 Additional knowledge acquisition

As we discussed before, it is important to make a clear distinction between reverse engineering activities that can be fully automated and those that need user assistance. This distinction should be taken into account during the construction of the global reverse engineering process. To increase the level of automation in the reverse engineering process the method should :

· define precisely the nature of the information needed from a human agent or at least the situation in which human intervention is needed,

· prescribe, in the global reverse engineering process, places where human interactions are needed,

· provide the human agent with knowledge (from the database, from experts or past experiences etc.) to help him making right decisions.

Even if there is a general consensus on the utility of human participation, some of the existing approaches do not attach enough importance to this aspect.

Criterion                                (
Reverse engineering approach (
Database prerequisites
Degree of automation
Existence of a detailed 

process

Ramanathan et al
At least 2NF
Automated                 (
Participation of the designer    (
No

Fong et al.
unmentioned
Automated                 (
Participation of the designer    (
No

Hainaut et al.
None
Automated                 (
Participation of the designer    (
No

Chiang et al
At least 1NF
Automated                 (
Participation of the designer    (
No

Castellanos et al
None
Automated                 (
Participation of the designer    (
No

Tari et al
At least 3NF
Automated                 (
Participation of the designer    (
No

MeRCI
No prerequisite
Automated                 (
Participation of the designer    (
yes

5 Conclusion
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� The formal definitions of these constraints and their generalization to a set of attributes can be found in [21] and [22].








� There is an exclusive dependency (respectively a complementary dependency) between two keys K1 and K2 of two relations R1 and R2 if there is a relation R3 such that R2.K2 ( R1K1and R3.K3 ( R1.K1 and R3.K3 ( R1.K1=( (respectively R3.K3 ( R1.K1((). 





�The two columns share values but each of them has also its proper values. 
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